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What this book covers
Chapter 1, Introduction to pfSense, helps you gain an
understanding of what pfSense is, what its key features are, and
its advantages.

Chapter 2, pfSense as a Firewall, explains how to configure
pfSense as a firewall, and create and manage firewall rules.

Chapter 3, pfSense as a Failover and Load Balancer, covers how to
configure and test pfSense for failover and load balancing across
multiple WAN connections.

Chapter 4, Remote Connectivity with pfSense and IPSec, explains
how you can implement IPsec tunnels with pfSense. You will
learn about its features, and how it is configured and used.

Chapter 5, Using pfSense as a Squid Proxy Server, covers how to
configure and integrate pfSense as a Squid proxy server.



Table of Contents
Title Page

Copyright and Credits

Network Security with pfSense

Packt Upsell

Why subscribe?

PacktPub.com

Contributor

About the author

Packt is searching for authors like you

Preface

Who this book is for

What this book covers

To get the most out of this book

Download the color images

Conventions used



Get in touch

Reviews

1. Introduction to pfSense

What is pfSense?

Benefits of pfSense

Use cases

LAN or WAN router

Wireless hotspot or captive portal

VPN router

Firewall

DHCP or DNS server

Multi-WAN router support for failover or load balanc

er

Port forwarding or Network Address Translation

pfSense features

Prerequisites for installation

Installing pfSense on a virtual machine

Launching the virtual machine

Configuring VM and completing the installation

Configuring pfSense

pfSense WebGUI walkthrough

Configuring pfSense as a DHCP server

Summary



2. pfSense as a Firewall

What is a firewall?

Configuring pfSense as a firewall

Setting up firewall rules

Firewall rules in pfSense

Firewall rules for internal LAN networks

Setting up&#xA0;firewall rules for

LAN2

Managing firewall rules

Summary

3. pfSense as a Failover and Load Balancer

Load balancing and failover

Load balancing and failover across multiple WAN connections

Configuring Gateway Groups

Verifying load balancing across WAN connections

Failover across multiple WAN connections

Summary

4. Remote Connectivity with pfSense and IPsec

What is IPsec?



Transport mode

Tunnel mode

IPsec features

Security Association

IPsec VPN tunnel implementation

Prerequisites

IPsec phases

Configuring IPsec tunnel

Configuring pfSense firewall rules

Summary

5. Using pfSense as a Squid Proxy Server

The proxy server

The Squid proxy server

Installing the Squid proxy server

Configuring the Squid proxy server

Testing the Squid proxy server

Summary

Other Books You May Enjoy

Leave a review - let other readers know what you think



Preface
According to a recent study conducted by a major cyber-security
firm, only less than half the online population understands the
term firewalls, or even knows if they have one enabled on their
PC. Firewalls are much more important in a corporate or work
environment. They not only keep the corporate network safe, but
can also optimize traffic routing and provide a whole range of
other benefits. If you're connected to the internet, you are a
potential target of an array of cyber threats, such as hackers,
keyloggers, and Trojans that attack through unpatched security
holes. This means that if you, like most people, shop and bank
online, then you are vulnerable to identity theft and other
malicious attacks. A firewall works as a barrier or a shield
between your PC and cyberspace. When you're connected to the
internet, you're continually sending and receiving information in
small units called packets. The firewall filters these packets to
see whether they meet certain criteria set by a series of rules.
And after that, it blocks or allows the data. This way, hackers
cannot get inside and steal information, such as bank account
numbers and passwords from you.

Basic firewalls, such as the one included in your operating
systems, only monitor incoming traffic by default. This may give
you a false sense of security. Keep in mind that outgoing traffic
with your credit card information, bank accounts, and social
security number is not protected. A good firewall will monitor
traffic in both directions, that is both your incoming data and
your outgoing data, keeping your private information safe. In
addition to preventing unauthorized access to your PC, it also
makes your PC invisible when you're online, helping prevent



attempted intrusions in the first place. Firewalls are one of the
most critical parts of a network. It's the first line of defense that
your system has against attacks or unwanted visitors. And it
makes all the difference in ensuring that your data is protected.
pfSense is a highly versatile, open source routing and firewall
software. With thousands of enterprises using pfSense software,
it is quickly becoming the world's most trusted open source
network security solution. pfSense has all of the features you
would find in a commercial firewall solution and more. And it is
absolutely free. And better yet, you can customize pfSense based
on your organization's requirements and create a unique
solution that is perfect for you. In this book, you'll learn about
pfSense, all of its key features, how you can install and deploy it,
as well as the different tasks you can perform.



Who this book is for
This book is for IT administrators, security administrators,
anyone running a home or small office network, technical
architects, founders, and CXOs.



To get the most out of this book
In this book, we have used the latest stable version of pfSense,
which is 2.4.3. The minimum hardware requirements, as of the
latest version, are 500 Mhz CPU and 512 MB of RAM. The
recommended requirements are a bit higher than these such as 1
Ghz CPU and 1 GB of RAM. 

For some of the topics, you may need to take some initial steps,
such as signing up for services and launching a virtual machine.



Download the color images
We also provide a PDF file that has color images of the
screenshots/diagrams used in this book. You can download it
here: https://www.packtpub.com/sites/default/files/downloads/NetworkSecuritywi
thpfSense_ColorImages.pdf.
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Conventions used
There are a number of text conventions used throughout this
book.

CodeInText: Indicates code words in text, database table names,
folder names, filenames, file extensions, pathnames, dummy
URLs, user input, and Twitter handles. Here is an example:
"Enter the desired Name of the VM, select BSD from the Type
drop-down menu, and select FreeBSD (64-bit) from the Version
drop-down menu."

Any command-line input or output is written as follows:

ping 192.168.1.1 -t

Bold: Indicates a new term, an important word, or words that
you see onscreen. For example, words in menus or dialog boxes
appear in the text like this. Here is an example: "In this scenario,
pfSense acts as a DHCP Server, Firewall, and NAT device. It
can play these roles distinctly or all at the same time
simultaneously."

Warnings or important notes appear like this.

Tips and tricks appear like this.



Get in touch
Feedback from our readers is always welcome.

General feedback: Email feedback@packtpub.com and mention the
book title in the subject of your message. If you have questions
about any aspect of this book, please email us at
questions@packtpub.com.

Errata: Although we have taken every care to ensure the
accuracy of our content, mistakes do happen. If you have found a
mistake in this book, we would be grateful if you would report
this to us. Please visit www.packtpub.com/submit-errata, selecting your
book, clicking on the Errata Submission Form link, and entering
the details.

Piracy: If you come across any illegal copies of our works in any
form on the Internet, we would be grateful if you would provide
us with the location address or website name. Please contact us
at copyright@packtpub.com with a link to the material.

If you are interested in becoming an author: If there is a
topic that you have expertise in and you are interested in either
writing or contributing to a book, please visit authors.packtpub.com.

http://www.packtpub.com/submit-errata
http://authors.packtpub.com/
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Please leave a review. Once you have read and used this book,
why not leave a review on the site that you purchased it from?
Potential readers can then see and use your unbiased opinion to
make purchase decisions, we at Packt can understand what you
think about our products, and our authors can see your feedback
on their book. Thank you!
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Introduction to pfSense
his book aims to provide you with in-depth knowledge of a very
widely used technology, pfSense. This will provide you with
some real-world scenarios and use cases, which you will be able
to leverage immediately in your own projects. The introductory
modules will help you to understand what pfSense is, its
features, the key services it provides, and how you can install it.
After the introductory modules, we will deep dive into each of its
exciting features. You'll learn about the installation,
configuration, and use of pfSense. This education will enable you
to do everything from setting up firewalls, load balancing, and
failover settings, to integrating with other software such as
OpenVPN and Squid proxy server.

In this book, we will give you the information you need in order
to work with this amazing piece of software.

In this chapter, you will be introduced to pfSense. You will gain
an understanding of what pfSense is, its key features, and its
advantages. You will also view demonstrations on the
installation of pfSense on a virtual platform on VMware, as well
as some other configurations. Let's get started.



What is pfSense?
pfSense is a free, customized distribution of FreeBSD. FreeBSD
itself is an operating system for a variety of platforms, which
focuses on features, speed, and stability. It's derived from BSD,
the version of UNIX developed at the University of California,
Berkeley. It is developed and maintained by a large community.
You can use pfSense to turn a computer into a fully-featured
router and firewall. This software was first developed in 2004 as
an offshoot of the popular m0n0wall project. The main
difference between pfSense and m0n0wall is that pfSense is
designed for personal computers and servers instead of
embedded devices. This allows pfSense to offer more flexibility
and features. pfSense is a very flexible and powerful tool that you
can easily adapt to numerous applications, from a home router
to a firewall, for a large corporate network. pfSense is easy to
install and maintain. It has a very useful web-based user
interface. pfSense also has many features that are usually only
found in expensive commercial routers. You can use the
following three types of install media to install pfSense:

1. Optical disk image: That could be an ISO image, a CD,
or a DVD disc. This is an easy and familiar choice. Use
this option if the target hardware has an optical drive.
This is especially useful if the BIOS will not boot from
USB.

2. Memstick: This option is similar to the CD or DVD, but
runs the installation from a USB thumb drive. It's often
faster than a CD or DVD. This is very useful with new



devices, as many of them don't have integrated optical
drives, making this the current best recommendation.

3. Serial memstick: This option is similar to the
memstick image, but runs using the serial console rather
than VGA for newer embedded systems. 

The following is the graphical representation of the installation
media:

pfSense is a very impressive software. The following are some of
its key features:

pfSense is very robust and it supports a number of great
features. This allows you to have a single device that
performs all the functions you need at the edge of your
network. The downside of this is that all your functions
work from a single machine, so it's a single point of
failure.



To offset this, pfSense also supports high availability,
which means that you can group several devices together.

One of the most significant benefits is that pfSense is
free. You can simply download the software from the
website. Although virtualization is supported, you will, of
course, need to spend on the hardware that you are going
to install the software on. However, all things considered,
it is more cost-effective than other solutions.

pfSense can be installed on any hardware, which makes it
highly flexible and very scalable.

pfSense is also highly extensible. It has an energetic and
dedicated community behind it. They have built and
contributed tons of useful add-ons to the pfSense
platform. Most of these add-ons are also completely free.



Benefits of pfSense
The first benefit is that pfSense is feature-rich, robust, and very
flexible software. Besides the essential firewall features, it has
tons of additional features for network routing, remote
connectivity, diagnostics, and reporting, along with many more.
What's more, it is an extensible platform. You do not have to
settle for the functionality provided out of the box with pfSense.
You're free to write your own plugins and add-ons. Many
members of the community have done just that. You will go over
some of its key extensions later in this book.

With all the enterprise-grade features and security pfSense
provides, it is incredible that it is a free and open source product.
This is possibly its biggest benefit. You can download it from the
pfSense website at https://www.pfsense.org/download/, and install it by
yourself. For large implementations and complex configurations,
you do have the option to purchase license support from
professionals, but that is completely optional.

pfSense is very versatile and flexible. If you are a professional
working out of a home-based office, you can use pfSense to
protect your network. But if you are a large company running a
global infrastructure, you can still use pfSense to protect various
parts of your work. pfSense can run on a 10-year-old PC with
limited resources, and it can also run on large multicore servers.
This makes it quite scalable. You can easily expand the resources
on your pfSense infrastructure in the event that your network
needs an increase. And due to these benefits, and many other
features which pfSense brings to the table, individuals, network
administrators, security enthusiasts, and companies across the

https://www.pfsense.org/download/


world are embracing pfSense. These are just some of the most
recognizable names who have adopted pfSense as a core part of
their network infrastructure. Needless to say, with organizations
such as Google, the US Department of Homeland Security,
Shopify, and NASA putting their faith in pfSense, this free open
source firewall solution is here to stay.



Use cases
Let's take a look at some use cases where pfSense can prove to be
instrumental.



LAN or WAN router
pfSense can act as a LAN or WAN router. LAN, as you know, is
basically a group of computers and associated devices that share
a common communication line or wireless link to a server. A
LAN usually consists of devices connected within a closed area,
such as an office or a commercial establishment. A WAN is a
geographically distributed private telecommunications network
that interconnects multiple LANs. For example, in an
organization, a WAN might connect multiple branch offices. A
router is used to connect a LAN to a WAN.



Wireless hotspot or captive
portal
pfSense can work as a wireless hotspot. The pfSense appliance
has significantly more functionality and configurability than a
typical SOHO security appliance. It is also slightly more involved
to set up. pfSense offers some great features, such as being able
to host a Wi-Fi network for guests outside of the main firewall,
even using a different public IP to NAT behind.



VPN router
You can also configure pfSense as a VPN router. A VPN is used to
add security and privacy to private and public networks, such as
Wi-Fi hotspots and the internet. VPNs are most often used by
corporations to protect sensitive data.



Firewall
You can configure pfSense as a firewall to put rules and other
security settings over the private network. A firewall is a network
security system that uses rules to control incoming and outgoing
network traffic. It acts as a barrier between a trusted and
untrusted network. A firewall controls access to the resources of
a network through a positive control model. This means that the
only traffic allowed onto the network is defined in the firewall
policy. All other traffic is denied.



DHCP or DNS server
pfSense can act as a DNS server or DHCP server. DHCP is a
communications protocol that network administrators use to
centrally manage and automate the network configuration of
devices attaching to an IP network. It removes the need to
manually configure IP addresses and automatically assigns an IP
address to a device, even when moving to different locations.
DHCP is supported for both IPv4 and IPv6, that is, the Internet
Protocol version. With the use of DHCP and domain name
resolution all on the firewall, it makes life easier for configuring
the network traffic precisely the way you need it.



Multi-WAN router support for
failover or load balancer
This support for multiple WAN connections enables pfSense to
load balance or failover traffic from a LAN to multiple internet
connections. With load balancing, traffic from the LAN is shared
out on a connection-based, round-robin basis across the
available WANs. With failover, traffic will go out to the highest-
priority WAN, until it goes down. Then, the next one is used.
pfSense monitors each WAN connection using either the gateway
IP or an alternate monitor IP address, and if the monitor fails, it
will remove that WAN from use. This also reduces latency to
users. Load balancing can be implemented with hardware,
software, or a combination of both.



Port forwarding or Network
Address Translation
You can also use pfSense to forward ports or Network Address
Translation (NAT). NAT is the process where a network
device, usually a firewall, assigns a public address to a computer
or group of computers inside a private network. The main use of
NAT is to limit the number of public IP addresses an
organization or company must use for both economy and
security purposes. NAT helps improve security and decrease the
number of IP addresses an organization needs. NAT gateways sit
between the two networks—the inside network and the outside
network. Systems on the inside network are typically assigned IP
addresses that cannot be routed to external networks.



pfSense features
Let's discuss the pfSense features through a use-case diagram:

The preceding diagram gives you an idea of how pfSense plays a
vital role in the network. The ISP Modem/Router connects
pfSense to the internet. The Switch connects pfSense to various
desktops.

In this scenario, pfSense acts as a DHCP Server, Firewall, and
NAT device. It can play these roles distinctly or all at the same
time simultaneously.



Let's explore some other standard features of pfSense:

The DHCP Relay Agent feature serves the DHCP
service for all clients.

The Firewall feature filters requests and responses by
source and destination IPs, and source and destination
ports. It also limits simultaneous connections on a per
rules basis.

NAT port forwards include range and use of multiple
public IPs and one-to-one NAT for individual IP or
multiple subnets.

The Multi WAN functionality enables the use of
multiple internet connections, with load balancing,
failover, and usage distribution. With this, you can
achieve redundancy across multiple ISP connections, and
not only that, you can distribute the traffic from your
internal network to the internet to numerous links in a
load-balanced fashion.

As a VPN server, pfSense offers two options for VPN
connectivity:

IPsec allows connectivity with any device supporting
standard IPsec. This is most commonly used for site-to-
site connectivity to other pfSense installations, and
almost all other firewall solutions like Cisco, Juniper, and
so on. It can also be used for mobile client connectivity.



The second is OpenVPN. OpenVPN is a flexible, powerful
SSL VPN solution supporting a wide range of client
operating systems. Let's assume that the computers are
in different sites. You can use IPsec VPN to connect them
both together.

Now that you're familiar with pfSense, let's go ahead with
installation and configuration of pfSense. But before we start
with that, let's review the minimum hardware requirements for
installing and running pfSense.



Prerequisites for installation
For some of the topics in this book, you may need to take some
more initial steps, such as signing up for services and launching
a virtual machine.

In this book, we have used the latest stable version of pfSense,
which is 2.4.3. pfSense is an open source software and
occasionally releases new versions or patches. So, in order to
review the latest requirements, you should always refer to the
latest documentation. So, let's review it now.

Navigate to the pfSense site's requirements page at https://www.pfse
nse.org/products/. This page lists some ready-made appliances,
which are tried and tested by the pfSense community. If you
want to avoid the hassle of building your server and trying out all
the components, then it is recommended that you purchase one
of the appliances. But, of course, if you are like a tinkerer or a
geek, then you can opt for the option of building your server.

Let's review the hardware requirements for building your own
server:

https://www.pfsense.org/products/


As you can see, the minimum requirements, as of the latest
version, are very modest. pfSense can run on a PC with 500 Mhz
CPU and 512 MB of RAM. Do you know of any sophisticated
software that is capable of running on these low specs? Anyway,
the recommended requirements are a bit higher than these. But
still, 1 Ghz CPU and 1 GB of RAM is still very modest by modern
standards. Here are some additional details for specific
components of the system. You can check the compatibility of
your network interface cards here as well:



This is very important because pfSense is a firewall and its
primary function is securing your network. Besides that, there is
also a link to the compatibility list for FreeBSD:



As mentioned earlier, pfSense is based on FreeBSD. So, it'll make
sense to check the compatibility of your hardware with the
FreeBSD compatibility list as well.

Now that you know all about pfSense and its features, let's install
pfSense on a virtual machine.



Installing pfSense on a virtual
machine
First and foremost, you need to download the installer files for
pfSense.

1. To download pfSense, navigate to https://www.pfsense.org/downl
oad/:

https://www.pfsense.org/download/


pfSense supports multiple platforms and flavors. It also
has various editions and versions available. For the best
results, always use the stable version. And, of course,
unless you intend to purchase the supported version, opt
for the free Community Edition. That is exactly what we'll



do here as well.

2. From the Version drop-down list choose 2.4.3, which is
the stable version we are using. The Architecture specifies
the target CPU architecture you intend to use. Select the
option depending on your computer. If your system has a
64-bit capable Intel or AMD CPU, use the 64-bit version.
The 32-bit version should only be used with 32-bit CPUs.
In this case, we will pick AMD64(64-bit). pfSense also
supports multiple types of Installer options:

You can download the Installer as a USB Memstick
Installer, ISO CD image, or as an Embedded (NanoBSD)
image. The USB memory stick image is meant to be



written to the hard disk of your target system. Installing
pfSense on the hard drive is the preferred method of
running pfSense software. In this case, the entire hard
drive is overwritten. Note that dual booting with another
OS is not supported. The CD Image (ISO) Installer is used
to create a CD or DVD version that's used to install on
virtual machines or systems with a CD or DVD drive. The
Embedded version of pfSense is meant to be written to
system hard disk before use, and it is specifically tailored
for use with any hardware using flash memory, mostly
compact flash, rather than the system's hard drive. As you
may be aware, flash memory can only handle a limited
number of writes, so the embedded version runs read-
only from flash with read/write file systems as RAM disks.
The NanoBSD platform has two OS slices and a config
slice. One OS slice is used to boot from, the other is used
for upgrades. The config slice is where the configuration
resides. There are two variations of the NanoBSD
platform, namely, the default version, which uses a serial
console, and another that supports using a VGA console.
Each of these variations also come sized for different sizes
of storage media. For this instance, in the Installer drop-
down list, select CD Image (ISO) Installer.

3. In the Mirror dropdown, select the nearest location to
you, and then click on the DOWNLOAD button. Mirror
sites are useful when the original site generates too much
traffic for a single server to support. Mirror sites also
increase the speed with which files or websites can be
accessed. Users can download files more quickly from a
server that is geographically closer to them.

4. After selecting these options, let's click on the
DOWNLOAD button to get the required installer files.



After the download is complete, once you go to the
download folder, you will be able to locate the pfSense
installer file. As you will see, the installer file is in a
zipped compressed format. You can unarchive this file
using any usual compression utility such as WinZip, or
WinRAR on Windows, and other similar programs on
other platforms.

5. Once the ISO file has been extracted, you can burn the
ISO to a CD, which will be a bootable CD, and use it to
then install the software on your PC, that is, if you are
using a physical hardware device. Alternatively, you can
use the ISO file to create a virtual machine. You can also
run pfSense in live CD mode, where you can just run the
pfSense software from the CD without installing anything
on your system's hard drive. The benefit here is that you
can test drive pfSense without changing any
configuration on your system. However the drawback is
that you will lose all your configuration once your system
restarts. So, for now, we will stick with permanent
installation of pfSense on a virtual machine.

Let's go ahead and launch a new virtual machine for pfSense.



Launching the virtual machine
We will use VirtualBox for hosting the virtual machine, but you
are free to use any other virtualization platform, such as VMware
Workstation and Hyper-V: 

1. After launching VirtualBox, we have to create a new
virtual machine for pfSense by clicking on the Machines
menu and then New:

2. The Create Virtual Machine wizard will launch, which



will walk you through the process of creating and
launching a new virtual machine. The creation is rather
straightforward, with default choices. 

3. Enter the desired Name of the VM, select BSD from
the Type drop-down menu, and select FreeBSD(64-
bit) from the Version drop-down menu.

4. Select the desired RAM for your VM. The recommended
size is 512 MB but it will run smoothly at 256 MB if you
are running low on RAM.

5. Also further into the steps you can select the size of the
virtual hard disk. We recommend at least 4 GB in size but
the minimum requirement is 1 GB if you are running low
on disk space. The click Create.

This will successfully create a virtual machine for you. Now, we
are left with configuring and completing the installation.



Configuring VM and completing
the installation
The VM is now created, but you still have some network
configuration to do. pfSense is all about networking and security.
And, so far, you have not allocated any network interface cards
to this virtual machine. So, let's go ahead and proceed with the
network configuration. After that, you need to finish the
installation for pfSense.

Typically, pfSense isolates the network traffic for internal and
external networks using different network interface cards.
Consider a scenario where you have one network device that is
connected directly to the internet, and the second network device
is connected to the internal network. That is precisely how most
pfSense installations are configured.

1. From the Settings menu in VirtualBox, go to Network
settings. Currently only one network adapter will be
enabled, Adapter 1, which will be the WAN network.

 

2. Now, we will add one more internal network adapter by
clicking on Adapter 2 and enabling it by checking the
Enable Network Adapter check box:



3. From the Attached to drop-down menu, select Internal
Network. Within the context of VirtualBox, an Internal
Network segment is a private network that is shared by
other virtual machines. This LAN segment can be useful
for multi-tier testing, network performance analysis, and
situations where virtual machine isolation is important.
After taking care of the internal network adapter, let's
also mount the ISO image for pfSense software.

4. Go to the Storage settings from the Settings menu and
select the Live CD/DVD check box.

5. Mount the pfSense ISO image to the CD-ROM by clicking
on the Optical Drive drop-down menu:



6. Click the OK button, which will save the settings. Now
that the virtual machine has been configured properly, we
can start the VM. 

Now, VirtualBox will launch this virtual machine. And
since you have already mounted the bootable CD ISO
image, it will boot into pfSense installer. 

7. In the home screen of pfSense installer, you are given a
few choices on how you want to install pfSense. The first
and default option is Boot Multi User. This will continue
the FreeBSD boot process. So, just proceed with the
default options and press Enter to boot into the FreeBSD



installer. The kernel will start to load and display the boot
output. After a minute, a text prompt will appear to
install or enter recovery mode.

8. Press I to launch the installer. The installer will start now
and it will give us the opportunity to change the display
and other system settings.

If no selection is made within 10 seconds, it will continue to the installer
automatically.

9. Let's accept all the default settings:

Then, it offers the choice of a Quick/Easy Install, Custom
Install, and several other options. Select Quick/Easy
Install and press Enter. This easy install will take care of a
lot of things such as disk partitions. Select OK and the
installer will begin. pfSense will be installed on the first
available disk in the system. It will take a few minutes to
copy all of the files to the target disk, so allow it some time
to finish. When the files have finished being copied, the
installer will prompt to select either the Embedded kernel
or Standard Kernel; select Standard Kernel:



Basically, this setting controls whether you get a VGA
terminal or a serial-based console. If this were an
embedded device with no video card, then we would have
picked the Embedded kernel option. The installation
continues.

10. Once the installation is complete, pfSense needs to
reboot. So, press Enter to reboot. While rebooting, make
sure you unmount the CD so that the virtual machine
boots from its hard drive and not from the CD-ROM
again.

 

11. Click on the Remove Disk from Virtual Drive from where
we mounted the ISO image earlier. You can ignore any
warning dialog which may pop up. 

12. Now, let's get back to the virtual machine. The machine
has rebooted, and this is the boot screen for pfSense: 



13. Let's press F1 to continue booting pfSense. Note that this
time, it is booting from pfSense, which has been installed
on the hard drive of this system. Once the installation
part is complete, we will get a screen like the following:



Here, you can see that one of the IP addresses and
networking interfaces has been assigned to WAN's
network connection. This is the em0 network interface. em1
has been assigned to the internal LAN network. The WAN
network interface has been assigned a dynamic IP
address. This is typical for general-purpose-based internet
connections such as cable, ADSL, or fiber optic ISP
connections. You may also be allocated a fixed IP from
your ISP. These settings can easily be changed within the
pfSense admin console, or right here on the admin
console.

14. If you want to change the IP address, you can change it by
selecting the second option: Set interface(s) IP address, to
whatever you need to change it to. We will visit these
shortly. The DHCP IP address assigned to the WAN
connection is 10.0.2.15/24, while the LAN, or em1, has taken the



network address 192.168.1.1/24. The LAN interface will
become the internet gateway for all the devices within the
internal LAN network.

Once the installation is complete, you need to configure pfSense.
So, let's do that now.



Configuring pfSense
This next phase of configuration will be done through a web-
based administration portal provided by pfSense. You can use
this rich web interface to configure all your network
components, firewall rules, VPN settings, and so on. The LAN
network interface's IP address exposes this web-based
administration console. So, in this case, you will navigate to the
IP address 192.168.1.1 in order to access the administration portal
for pfSense. 

As the client machine, we have set up another virtual machine
which is running Windows Server 2012 R2. Let's head over to the
Windows Server. 

Before we attempt to navigate to the pfSense web-based
configuration portal from this client machine, let's make sure
that this Windows Server virtual machine is on the same
network as the pfSense server:

1. Let's access network settings for this Windows system.
Right-click on the Windows Home icon and select
Network Connections. This Windows machine only has
one network adapter called Ethernet0. 

2. Right-click on Ethernet0 and select Properties. Now,
double-click on Internet Protocol Version 4
(TCP/IPv4). Change the IP address to 192.168.1.2, the
gateway IP address to 192.168.1.1, and the DNS server to
192.168.1.1:



Here, we are trying to accomplish a few things with this
configuration.

First, you need to make sure that the Windows client
machine is on the same subnet as the pfSense server.
Second, you want to make sure that this client machine is
using pfSense as its default gateway and DNS server.

3. After configuring the IP settings, click on OK. Now, we
can proceed with the next phase of configuration.

4. Right-click on the Windows Home icon and select Run.
Run the cmd command to open the Command Prompt.

5. Let's try to ping the pfSense server. Execute the ping
command as follows:



Here, 192.168.1.1 is the IP address of the pfSense server.
The -t option pings the specified host until it is asked to
stop. Since we're getting replies, it confirms that the
connection is working absolutely fine.

6. Press Ctrl + C to stop the ping command.
7. Execute exit to close the command window.

Now that the connectivity has been established, it is time
for us to get familiar with the configuration portal for
pfSense.

8. Launch your favorite browser and navigate to the pfSense
server's IP address 192.168.1.1. By default, pfSense exposes
the configuration portal over an HTTPS endpoint. It uses
a self-signed SSL certificate for this purpose. Your
browser may complain about the security certificate. You



can safely ignore it and proceed. An SSL-enabled
connection is more secure, even with this self-signed
certificate, as long as you are familiar with the source of
the certificate. 

What we will be looking at once the page loads will be the
login page for the pfSense server. The default username
and password is admin and pfsense, respectively. Note that it
is all in lowercase.

9. Enter the credentials and click on SIGN IN:



You have successfully installed pfSense server in a virtual
platform. Now, you can connect to it over the network via
this client system. After the login, pfSense brings you to a
helpful Wizard, which will guide you through the rest of
the configuration and setup. This wizard is not
mandatory. You can skip it at any time and choose to
configure your pfSense server manually.



10. Let's go ahead with the wizard for now and perform the
initial configuration. Keep clicking on Next until you get
to the General Information tab:

On this screen, you need to enter some general
information about your pfSense server.



11. Let's accept the default value for the Hostname, which is
pfSense.

12. Next is the Domain name in which pfSense is used,
together with the Hostname. This will form the Fully
Qualified Domain Name (FQDN) of the firewall.

13. Let's input packtpub.com as the Domain name.
14. Next, you are given an opportunity to configure DNS

servers for pfSense server. If known, these DNS servers
will be used for pfSense itself, as well as for the DHCP
clients if the DNS forwarder is off, and for PPTPVPN
clients. These may be left blank if you're using a dynamic
WAN connection that provides DNS servers, such as
PPTP or DHCP. They may also be left blank if the DNS
resolved is used in non-forwarding mode. Let's use the
Google global DNS server 8.8.8.8. This last option allows
you to override the DNS settings. If a dynamic WAN is
present, unchecking this box will make the system use
only the servers specified manually and not the ones
provided by the ISP. This is especially useful when using
open DNS servers for access control or Google Public
DNS to work around flaky ISP DNS servers. For now, let's
accept the default value for this setting and click on Next.

15. For a lot of networking use cases, it is very important that
pfSense server has the correct time. To ensure that
pfSense server always has the correct time, it can
synchronize the system clock with an NTP server. As you
may know, Network Time Protocol, or NTP, is a
networking protocol for clock synchronization between



computer systems over packet-switched, variable latency
data networks:

Here, pfSense has provided a default NTP server. Let's
accept that and also set the Timezone. You need to select
the time zone as per your location. In this case, we have



selected Asia/Kolkata. Then, you can click on Next.

16. You now need to Configure WAN Interface. Within the
context of pfSense, WAN interface is the connection from
your ISP or upstream connections, which allow you to
connect to the internet:

17. The SelectedType DHCP means that the network



interface will get its IP address from a DHCP server. With
most small, home office, or even corporate ISPs, they use
the DHCP method. You can choose to make it static if
your ISP has provided you with a public IP address. If
you select Static, then you must enter the networking
details for your setup, like the public IP Address, Subnet
Mask, and Upstream Gateway. pfSense also has support
for PPPoE and PPTP connections. These are for
specialized use cases, and we will not discuss them in this
book. In this example, let's accept the default value of
DHCP. You will notice that the setup wizard is smart
enough to understand that for DHCP setup. You do not
need to fill all the fields in the Static IP Configuration
section. So, the fields shown in the preceding screenshot
are disabled if your SelectedType is DHCP.

18. If you scroll down, you can see that all the default values
are good, so you can go ahead and accept them. You can
then click on Next.

19. Now, you need to Configure LAN interface:



This is the configuration for your internal network. So,
you must make sure that these settings are compatible
with the rest of your internal network.

pfSense is generally at the periphery of your network
boundary, so all your networking equipment such as
switches and servers will need to be ready to route their
external traffic via this pfSense server. Anyway, these
default values of the LAN IP Address 192.168.1.1 and the
Subnet Mask of 24 were already set up by us during the
installation phase. So, let's accept them and click on Next.

20. Now, you need to Set Admin WebGUI Password.
WebGUI stands for Web-based Graphical User
Interface. If you remember, the default admin password
that you used to log in to this web console was pfsense. You
now have an option to change it here for better security.

21. Let's change the password to a more secure one and then
click on Next:



Make sure that you remember the password so that you
can log in to the system again. And that's it. The wizard
has finished.

Mind you, pfSense has worked really hard to make the
initial configuration as easy and as painless as possible.
But don't let this simplicity fool you. There is a plethora of
settings you can tweak in pfSense to make it behave
exactly the way you want. We'll go over these settings in
the upcoming sections.

pfSense has now been configured through the WebGUI.

22. Click on Reload to save all of the configuration settings:



pfSense will save the configuration and reload itself:

Great! The configuration is now complete and changes
have been saved.

23. Click on the second link to navigate to the main pfSense
webConfigurator dashboard:



This is the main Dashboard for this pfSense server, where
you can see an overview of the pfSense system. The
domain Name is pfSense.packtpub.com. pfSense's  Version is
2.4.3-RELEASE(amd64). Uptime is how long this pfSense
server has been up. pfSense is so stable and robust, and
we have seen it run for months and even years without
any downtime.

 On the right-hand side, you can see that all the network
interfaces are also listed along with the names and current
status. As you can see, we have two interfaces. One is attached to



a WAN connection and the second one is attached to a LAN
connection. Both of them are in an up state, indicated by the
green up arrow. A whole bunch of vital information about this
pfSense server is available right on the central dashboard of
pfSense. If you're wondering how this pfSense WebGUI console
is related to the pfSense server you installed, let's have a quick
peek at the server.

You'll notice that it has detected that the admin account has
logged in to the WebGUI from the IP address 192.168.1.2:



pfSense WebGUI walkthrough
You just saw the main dashboard of the pfSense WebGUI
interface, but that is just us scratching the surface. Now, let's
walk through the pfSense WebGUI interface and check out what
else it has to offer.

Okay, now, back in the pfSense WebGUI dashboard, let's explore
this:

1. Click on System and then on Advanced: 



There are multiple tabs here with different information:

The Admin Access tab contains settings for the WebGUI
such as the Protocol (HTTP or HTTPS) and port, security
settings for management, SSH daemon settings, serial
console settings, and console options



Firewall & NAT contains settings that tweak the behavior
of the firewall, such as fragmentation, optimization
algorithms, and state table settings

Networking contains settings for IPv6 and various
network interface settings, such as hardware, checksums,
device polling, and ARP message suppression

Miscellaneous contains settings that do not fit into the
other categories

System Tunables contains an interface to manage various
FreeBSD system values that tweak different system
behavior

Notifications control how the system will notify
administrators when an alert happens

The advanced settings available here do not normally
need adjusting on a typical setup. These here are for
additional tweaking or for those who need the
functionality given. We do not need to change anything
here, so let's move on.

2. Click on System again and then on Cert. Manager:



pfSense includes a central certificate manager under
System and Cert. Manager. This central certificate
management takes the place of several other locations
inside pfSense, which you can use to acquire certificates
we entered directly into their configurations, such as for
HTTPS SSL access to the WebGUI, OpenVPNPKI
certificate management, and IPsec certificate
management. Each set of certificates is bound to a



certificate authority. These are managed from the
Certificate Authority tab. Certificates are managed on the
Certificates tab. Certificate Revocation Lists (CRLs)
control which certificates are valid for a given CA. If a
certificate is compromised in some way or is invalidated,
it can be added to a CRL and that CRL may be selected for
use by an OpenVPN server. Then, the OpenVPN client
using that certificate will no longer be allowed to connect.
Certificate revocation lists are managed from the
Certificate Revocation tab.

3. Click on System and then on General Setup:



4. You can scroll down and look at all the general setup
settings available. These are more or less the same
settings which you set while going through the
configuration wizard.
Similarly, the following are the other options available



under the System menu:

High Avail. Sync: High Avail. Sync which can enable
you to deploy multiple instances of pfSense and configure
them in a high availability mode. You can also log out of
your active session from the WebGUI.

Package Manager: Package Manager used to install
and maintain packages on a pfSense firewall.

Routing: Routing enables you to set up gateways and
gateway groups. A gateway is a system through which
pfSense can reach the internet or another network. So, if
multiple LANs are in use, or if there are multiple paths to
the internet via different gateways, the associated
gateways must be defined. Gateways must also be
assigned for networks that are reachable via static routes.

Setup Wizard: The Setup Wizard will enable you to
reset your configurations for your pfSense server.

Update: This menu will allow you to update your
pfSense server with the latest version of the software.

User Manager: Let's click on it and explore further. In
pfSense, user management has been centralized under
this option.

This takes the place of the individual user management
and access to server settings that used to be available
under various subsystems. Users are managed at the list



view on the Users tab. The admin user cannot be deleted,
and its username cannot be changed. You can see this
admin account in the following screenshot. The standard
practice is to create at least one other user. So, let's do
that.

5. Click on the Add button to add another user:



6. Enter a Username and Password. Let's call this new user
packt. Repeat the password to confirm. 

7. The next setting is Group membership. pfSense has this
notion of role-based security. Users can be a member of
groups or roles, which can have different access rights. By



default, there are two groups, namely all users and
admins. Members of the admins group have full access to
the WebGUI. For now, let's assign admins group to this
new user. For production environments, of course, you
should consider setting up different groups with more
fine-grained permissions. Click on the Move to Member
of list button and then on the Save button.

You've now created a new pfSense user:

The question that comes to mind naturally is, why create a
user account when you already have an admin account?
Well, the answer is simple, for security purposes!



The admin account has far-reaching privileges to change
the entire configuration of the pfSense server. Using an
admin account makes you vulnerable to attacks. If this
account is compromised in any way, then any malicious
hacker can make changes to pfSense, whereas, if you are
using a regular user account and a weakly privileged
account is compromised in any way, you wouldn't have
much to worry about. And since admin is a public account
in pfSense, anyone can try a brute force dictionary attack
to crack the password and gain access to your pfSense
server. For that reason, the best practice is to disable the
default admin account and set up other accounts for
managing your pfSense server. This is called security by
obscurity.

8. All you need to do is select the edit icon for the admin
user and select the This user cannot login checkbox:



9. Save the settings and log out from the account.

When you try to log in again, you will see that you do not
have access to log in. So with that, effectively, you have
reduced the attack surface area for hackers to try and



guess the password and log in to your pfSense server.
Now, let's try to log in using the new packt user account.

You can see that it works. Every time you log in to the
console, pfSense automatically runs a query for an
updated version of the software. If it finds an updated
version, it will inform you right here.

You can just click on this version link to upgrade your
pfSense server. It's easy as pie. It is recommended that
you keep your pfSense software up to date, unless there is
a very good reason to defer the upgrades.

10. To confirm that the admin has been disabled, go to the
System drop-down menu option and select User
Manager:

As you can see, here, admin is disabled. Instead of admin,
we are using the user account packt for security purposes.



11. Let's move on to the Interfaces drop-down. There are two
interfaces: LAN and WAN. Select WAN and scroll down
to review all the settings configured for this interface. As
you can see, pfSense gives you a lot of power to tweak the
settings on each interface. Let's take a quick peek at the
second interface, which is the LAN interface:

You will see information such as IP Address and Subnet
mask.



12. The next tab is Firewall. Click on it. You can configure
NAT, Traffic Shaper, Virtual IPs, and so forth from here.

13. From the Services tab, you can select all the services
provided by pfSense, such as DHCP Server, DHCP Relay,
DNS Resolver, and Dynamic DNS.

14. Under the VPN menu, you can configure the various
types of support VPN connectivity options. You have
IPsec, OpenVPN, and L2TP. If you click on the Status tab,
you can see a lot of other information about various
services running on the pfSense server. This applies for
the Diagnostics, Gold, and Help tabs.

This was a high-level overview of the pfSense WebGUI
configuration console. We will visit many of these options and
settings in the upcoming demos but this quick overview should
give you an idea of how flexible and feature-rich pfSense really
is.



Configuring pfSense as a DHCP
server
Now that you are familiar with the pfSense interface, let's see
how to configure the various pfSense services, starting with the
DHCP server:

1. Let's open the WebGUI administration console for the
pfSense server. Now, click on the Services menu located
on the top toolbar and then click on the DHCP Server.

The DHCP Server in pfSense will hand out addresses to
DHCP clients, and automatically configure them for
network access.

By default, the DHCP server is enabled on the LAN
interface. In case you can see that the DHCP server is not
enabled in your instance of pfSense, you can check the
box to enable it, as shown in the previous screenshot.

Using the Deny unknown clients option, DHCP access can
be prevented for any client which is not included in the
list at the bottom of the page. Similarly, static ARP may
also be enabled to further restrict access, so that only the
clients who are listed can talk to the pfSense router. There
are other options such as Subnet and Subnet mask. These
will be assigned to the clients when they get a unique
dynamic IP address from the DHCP server. Currently, the
Subnet is set to 192.168.1.0 and the Subnet mask is set to



255.255.255.0. By default, the DHCP server automatically
sets the DHCP address range. The DHCP address range is
the range of IP addresses that the DHCP server can assign
to network devices. IP addresses outside of the DHCP
address range are reserved for statically addressed
computers. You can see the available range of IP
addresses, which is 192.168.1.1 to 192.168.1.254. So, that is 255
IP addresses that you can have in your internal network.
In most cases, this is more than enough; however, if you
have more devices in a larger network, you can change the
Subnet mask to get a larger range.

2. You can also configure the actual range to be different
than the entire available IP address range. That way, you
can exclude some IP addresses from the dynamic pool,
and use them for static IP allocations:



You can also set some more options. DHCP servers can be
configured to provide optional data that fully configures
TCP/IP on a client. Some of the most common DHCP
option types configured and distributed by the DHCP
server during leases include the default gateway, router,
and DNS parameters. Even though pfSense is smart
enough to assign the correct values based on the usual
configuration, you can specify specific options here. For



instance, let's set the first DNS server field to 192.168.1.1,
which is basically pointing the DNS to this pfSense
server. 

3. In the Gateway field, let's also enter 192.168.1.1, which once
again will assign this pfSense server as the default
gateway to the DHCP clients. In the Domain name field,
enter packtpub.com. Then, click on Save. Here, you will get
the confirmation message.

The DHCP server is now configured. Great!

Now, let's play around with the networking settings for this
Windows Server client system and observe what effect these
pfSense DHCP changes had on the clients:

1. Open the Network and Sharing Center in the Windows
2012 Server client.

2. Click on the Change adapter settings link. 
3. Double-click on Ethernet0 and then click on

Properties. Here, double-click on IPv4
settings. Originally, we'd assigned the static IP address of
192.168.1.2 to the server. Along with that, we also specified
the other settings for the DNS and Default gateway
explicitly, but now, we can get these settings from the
DHCP server.

4. Select the Obtain an IP address automatically option and
also select the Obtain DNS server address automatically
option:



Since the DHCP server has been configured to pass on all
these options directly to the clients, we do not need to
specify them here individually for any device on the
network. That is the true benefit of a DHCP server.

5. Click on OK and close the windows.
6. Now, let's check the IP address of the client machine. It

should receive a new IP address from the DHCP server.
Open the Command Prompt and execute the following
command:



As you can see, the new IP address assigned to this system is
192.168.1.100.

The rest of the settings have also been assigned correctly to this
client machine. This is exactly what we expected. So, excellent!
You have now finished configuring the DHCP server.

Next, let's add another client to the same LAN network. Here, we
have another virtual machine running Windows 7: 

1. Let's open Network Connections. This system belongs to
the same network, but, as you can see, the LAN network
adapter is disabled. Let's enable it.

2. Right-click on the icon and select Enable. This adapter
has already been set up to get a dynamic IP address for
the DHCP server. This adapter is connected and it should
have received a new IP address. Let's check it.

3. So, open the Command Prompt and execute the ipconfig



command again:

The IP address is 192.168.1.101 and all other networking
settings are also as per expectations. If you check the
range from the web browser, the IP address is within the
specified range for this DHCP server.

4. Now, let's check how you can control the DHCP server.
For that, click on Status on the top toolbar and then on
Services. Here, you can see all the services running on
this pfSense system:



The first one is DHCP. You can see that the DHCP service
is currently running.

5. Let's stop the service from the actions panel. Click on the
Stop icon:

The DHCP service has been stopped. There are other
options in the panel such as Related settings and Related



status.

6. If you click on status, you can see that the DHCP Pool
range is between IP addresses 192.168.1.100 and 192.168.1.199:

7. Let's go back and restart the DHCP server. The service is
now running. Now, go to the client system and try to
renew the IP address. 

8. Right-click on the LAN connection and select Disable and
then again click Enable to enable it. This will reset the
adapter and also force it to renew its IP address. Okay,
now, the adapter has changed the state and it is trying to
identify its network.

9. Once it's done identifying, let's switch to the Command



Prompt and execute ipconfig again:

You can see that the system has the same IP address. Note
that since we reset the adapter, this new IP address was
fetched again from the DHCP server. The IP address now
matches. The Services section shows that the DHCP
server is running.

10. From the actions panel, click on Related settings:

This will lead you to the same DHCP server settings page
you visited earlier. You can modify many settings here
such as Default lease time, Dynamic DNS, and NTP,
TFTP, LDAP, and Network Booting.



11. Let's go back to the Status page. Click on Status and then
on DHCP Leases. Here, you can see the IP address lease
assigned to the Windows 7 client system:

The MAC address for that system is also listed here. You
can always verify this information.

12. Let's get back to the Command Prompt and execute the
ipconfig command. This will list all the details about the
networking setup on the system:



All the details of the IP and MAC addresses are listed
here. A MAC address is given to a network adapter when
it is manufactured. It is hardwired or hard-coded onto
your computer's network interface card and it's unique to
it. Let's take a note of this MAC address. It starts with 80
and ends with 21. These are all hexadecimal numbers.
Now, let's compare that MAC address to the one listed on
the IP address Lease Status page and verify it. This MAC
address is the same as the client machine. The Host Name is
packt-PC.

13. You can verify this by going to Start, right-clicking on
Computer, and selecting Properties:



As you can see here, the Computer name is also packt-PC.

In the previous DHCP Lease tab, you can also see the
Start time and the End time. This is the start and end date
of the IP address lease.

When this lease expires, the DHCP server is responsible
for assigning a new IP address from the available pool to
the clients. You have many other features available here.

14. You can click on this Log icon at the top right
corner, where you can view all the log entries:



The preceding screenshot shows detailed log entries for the
DHCP server. You can see the inner workings of the DHCP
server from here.

Here, the client machine discovered the DHCP server:

The DHCP server offers a lease to the client. Finally, the selected
DHCP server acknowledges the client DHCP request for the IP



address by sending a DHCPACK packet:

This time, the server also forwards any optional configuration
parameters. Upon receipt of the DHCPACK, the client can
participate in the TCP/IP network, and complete its system
startup.

So, we just saw a very detailed walkthrough of setting up a DHCP
server on pfSense.



Summary
Let's recap some of the key points that we covered in this
chapter. You learned all about what pfSense is, its key features,
advantages, and why it's such a great tool. Next, you went
through a series of demonstrations that gave you a practical
insight into installing pfSense on your network infrastructure.
Next, you learned how to configure pfSense and got a
walkthrough of the pfSense WebGUI and all the tasks you can
perform. Finally, you learned about configuring pfSense as a
DHCP server.

In the next chapter, you will learn about the firewall features of
pfSense.



pfSense as a Firewall
In the previous chapter, you got familiar with pfSense and the
features provided by it. You also went through the process of
installing and configuring pfSense, and you subsequently
configured your pfSense server as a DHCP server. A firewall is a
software or hardware device that protects your computer from
being attacked over the internet by hackers, viruses, and worms.
This may occur either on a large corporate network, or simply on
a small home network. Both have the same security issues. With
the level of threats floating around on the internet, the firewall
has become an essential part of any network, large or small.
pfSense is a very robust, secure, and flexible firewall. In this
chapter, you will learn how to configure pfSense as a firewall.
You'll also learn how to create and manage multiple firewall
rules.

 

Here are some of the key learning objectives of this chapter.
First, you will learn all about what firewalls are, their key
functions, and importance. Next, you'll go through a series of
demonstrations that will give you a practical insight into
configuring pfSense as a firewall. And, last but not least, you will
learn to set up firewall rules for multiple LANs. And you'll also
learn how to manage these firewall rules using pfSense. So, let's
get going.



What is a firewall?
A firewall is a hardware or software based network security
system that uses rules to control incoming and outgoing network
traffic. It basically acts as a barrier between a trusted network
and an untrusted network. A firewall controls access to the
resources of a network through a positive control model. What
this means is that only the traffic defined in the firewall policy is
allowed onto the network, and all other traffic is denied. It filters
traffic by source and destination IP, protocols, source, and
destination ports for both TCP and UDP traffic. It also limits
simultaneous connection on a rule basis.

Now, let's take a look at the following diagram and see how
pfSense can act as a firewall:



Consider that there is an external cloud network, which
represents the Internet. Next, you have an ISP connection
device, such as a cable modem, an ADSL modem, or something
similar, that connects your internal network and pfSense system
to the internet. There are two network ports both leading to two
switches. Let's say one is a WAN port and the other is a LAN
port. Each of these has numerous endpoints or devices
connected to that segment of the LAN, which could be laptops or
desktops. Whenever any traffic tries to pass to the WAN, it will
go through pfSense, and then be filtered to the correct route.

Now let's add another layer of complexity:



Say there is an additional LAN segment added, which could be
attached to a third network interface within the pfSense server.
This will be the second LAN interface. Say this new LAN
segment hosts some other devices or servers, which need to be
isolated from the first LAN segment. This is a typical case when
you need to host external servers in a different LAN segment,
which may behave like a DMZ. In the context of computer
security and firewalling, a DMZ, or De-Militarized Zone, is a
physical or logical subnetwork that contains and exposes an
organization's external-facing services to an untrusted network -
usually a larger network, such as the Internet. The purpose of a
DMZ is to add an additional layer of security to an
organization's local area network, or LAN. An external network
node can access only what is exposed in the DMZ, while the rest
of the organization's network is firewalled. A DMZ functions as a
small isolated network, positioned between the Internet and the
private network. The term is derived from the term, well, de-
militarized zone, an area between nation states in which military
operation is not permitted. In this type of setup, you will set the
pfSense firewall rules to isolate the LAN and DMZ networks



and not any traffic to overlap with each other. Assume that
Switch 3 is the DMZ, and that Switch 2 is the internal LAN
zone, and all the traffic is being passed through the pfSense
server.

Let's quickly review the environment setup once again:

The main pfSense server has been installed on a virtual
machine.

It has three network interfaces.

The WAN interface will represent the ISP internet
connection.

LAN 1 will represent the internal LAN network. We have
a Windows Server 2012 R2 machine in this LAN network.

LAN 2 will represent a DMZ network. And the Windows 7
client will reside on this DMZ network.

All these machines have been created and launched on
VirtualBox.

Now that you have all the prerequisites in place, let's see how to
configure pfSense as a firewall.



Configuring pfSense as a
firewall
Let's connect to the pfSense server via a browser: 

1. Navigate to 192.168.1.1, which is the internal LAN IP
address for the pfSense server.

2. Enter the credentials to log in to the pfSense server. Here,
the admin user has logged in successfully.

We allocated an additional network interface to the virtual
machine, but have not configured it yet. So, let's take care
of that now.

3. Click Interfaces on the top toolbar, and select
LAN2. There you can configure the LAN2 with a static IP
address as you did for earlier LAN interface we
configured previously. 

4. After setting the configurations for LAN2, let's click the
Apply Changes button to save the configuration. You can
see that the changes have been successfully saved. Let's
go back to the main pfSense Dashboard:



And you will see that LAN2 is up and running with an IP
address of 192.168.2.1. This is a separate LAN2 segment that
is different from LAN1. The WAN interface has a public IP
address of 10.0.2.15. There are two segments in the private
network: LAN1 and LAN2.

5. Note that we have renamed LAN to LAN1 for this
demonstration from the General Configuration tab in
the Interfaces menu:



The key focus of this demo is on configuring pfSense as a
firewall.

6. To do this, click System and select Advanced. You will see
the Admin Access tab, which is related to general admin
user access settings:



Here, the webConfigurator has been set up to serve the
pages on HTTPS. That is the reason why this portal is
accessible only on HTTPS. And if you recall, that is the
reason you got an SSL certificate warning earlier.

7. Anyway, let's switch to the Firewall & NAT tab:



This section contains settings that tweak the behavior of
the firewall, such as fragmentation, optimization
algorithms, and state table settings. One of these options
is called Disable Firewall. Make sure that this option is
unchecked. If this option is checked then pfSense will only
act as a router, and all its firewall features, including NAT,
will be disabled. Now, pfSense, being the flexible platform
it is, does provide options for you to only disable NAT,
which you can do by visiting the Outbound NAT page. The
link to that page is provided at the end of the Disable
Firewall section.



But for now, you must uncheck the Disable Firewall
checkbox to ensure the firewall functionality is available.

8. Click Save to make sure any changes are saved.

Enabling the firewall is that easy in pfSense. But the more
involved part is configuring the firewall rules. So, we'll take care
of that next.



Setting up firewall rules
In the previous section, we enabled the firewall functionality
within pfSense. Now it is time to configure firewall rules:

1. Back in the pfSense WebGUI console, to set up rules for
the firewall go to the Firewall menu and then click
Rules. Firewall rules are configured for each network
interface. The following screenshot shows the WAN tab:

As you can see, pfSense is flexible enough to allow for



firewall rules for each individual network, rather than
enforcing these rules globally. Moreover, the rules follow
a specific order. The rules on these tabs process traffic in
an inbound direction and are processed from the top
down, stopping at the first match. Where no user-
configured firewall rules match, the traffic is denied. The
firewall rules on the LAN interface, allowing the LAN
subnet to access any destination, are implemented by
pfSense by default. On the firewall rules page, there is a
tab for each interface, plus a tab for each active VPN type
as seen in the previous screenshot for example, IPsec,
OpenVPN, and PPTP. And there is a tab for Floating rules,
which contains more advanced rules that apply to
multiple interfaces and directions. Here, you have
multiple tabs showing the three interfaces: WAN, LAN1,
and LAN2. Since you just added the LAN2 section, it is
devoid of any firewall rules, while LAN1 and WAN have
some rules defined.

Since WAN is currently being used to route traffic to the
internet, any modifications could cause interruptions in
the internet connection itself. So, for this instance let's
focus on LAN1 and LAN2. 

2. Open the LAN1 tab:



There are three rules defined. As you have seen in
the WAN tab screenshot, there are two default rules
defined there. 

These firewall rules control what traffic is allowed in and
out of a connected network behind the firewall. So, there's
not much to control here, as far as firewall rules are
concerned. You will primarily work with LAN1 and LAN2
interfaces to define rules.

Let's first look into the LAN1 tab. Here you can see three
default rules. The first rule is the Anti-Lockout Rule for
ports 443 and 80. This rule was established to enable
access to the pfSense server's WebGUI in the case of any
misconfiguration in the IP filter or the firewall rules.
pfSense is secure by default. So, without even configuring
any explicit rules yourself, you will see some rules have
already been implemented for us. The default



configuration of pfSense allows access to the web-based
GUI management console from any machine on the LAN.
And to secure the network by default, it also denies any
traffic inbound from outside the local network. For the
first rule, you can see its mentioned Anti-Lockout Rule.
What is this? Well, this rule is implemented by pfSense
and is enabled by default. This Anti-Lockout Rule
prevents other firewall rules from being configured in a
way that will lock the user out of the WebGUI
administration console.

It is very important that when you configure rules for your firewall, you
do not delete the Anti-Lockout Rule on the LAN interface. Deleting this
rule will lock you out of the pfSense WebGUI.

The other two rules are Default allow LAN to any rule for
IPv4 and the Default allow LAN IPv6 to any rule. You will
notice that the protocol allowed for each of these rules.
The source is set to LAN1 for both these rules. And this
applies to network packets on any port for any destination
gateway, and so on. So basically, these rules will allow
outgoing traffic from the LAN1 network segment to any
target server, over any network port, and via any gateway.
These are pretty liberal rules, which allow users to access
any public resource on the internet. But you will notice
there is no incoming rule defined where the source could
be an external source. Hence, pfSense is secured by
default. To make it even more secure, let's delete the two
default rules by clicking the bin icon under Actions:

3. Click OK. The rule has been deleted, but you still need to
save the changes.

4. Click the Apply Changes button to save all changes.



Whenever you apply changes, you get an option to
Monitor the status:

Here, you further diagnose the configuration changes for
pfSense. If you check, you will see the status is
currently Done. The filter rules have been reloaded, which
means all the changes were successfully saved and
pfSense has reloaded the freshly configured rules.

5. Let's get back to the Firewall Rules page. Follow the same
process to delete the other default rule.

Before you create new rules, there is one important point
to remember. Whenever there are no rules, it means that
any outgoing traffic from the LAN1 interface is blocked by
default. And so the client machines will not be able to
connect to the internet or external servers. Let's test this.

6. Let's head over to the Windows 7 client. Open a browser
window and try to search for google.com. Meanwhile, also
open the Command Prompt and enter the following
command:

    ping 192.168.1.1 -t



Here is the output:

As you can see, there is no response as all outgoing traffic
on any protocol or port is blocked on the server.

7. Now, in the previous section, you learned about firewall
settings. Let's see what happens if we disable the firewall
on this LAN. 

8. Click System and then click Advanced. 
9. Select and enable the Disable all packet filtering

option. Then click the Save button to save the changes.

 

10. Go back to the Command Prompt:



You will see that the client is automatically getting a
response now. Because you blocked the firewall, the
firewall rules no longer apply. And the traffic is now being
allowed freely. That is because there are no filters in place
and the pfSense server is only acting as a router and not a
firewall.

11. Now let's go back and uncheck the Disable all packet
filtering option, and click the Save button. The pfSense
server will again start acting as a firewall. This is because
there are no other firewall rules defined. You can again go
back and check the Command Prompt window on the
client server, as shown in the following:



You will see that it has lost the connection again. So, this is how
pfSense works as a router and can be enabled to act like a
firewall, as well.



Firewall rules in pfSense
Now let's walk through the process of creating some firewall
rules for the LAN1 internal network segment:

1. Let's head back to the pfSense Dashboard. Click Firewall,
and click Rules.

In the following screenshot, you can see there is only one
rule implemented for LAN1:



2. To add a new rule, you could use the Add buttons at the
bottom. Notice that there are two Add buttons available
here. The first one adds a rule to the top of the list while
the second Add icon adds a rule to the end of the list. As
we mentioned earlier, pfSense evaluates firewall rules in
sequential order. pfSense starts to evaluate each firewall
rule and stops at the first match. So, the order of these
rules is extremely important.

3. Let's go ahead and create a new firewall rule at the top of
the list. Click the first Add button:



Now here you can add or edit a firewall rule. Let's review
these options:

The first option is Action, which defines whether pfSense
should Pass, Block, or Reject network packets if they
match this rule. If Action is set to Pass, then pfSense will
allow that network packet to go through. If it's set to
Block, it will block the network quietly. With Reject, it'll
block the traffic, but it'll also send a rejection
acknowledgment back to the client. In fact, a TCP RST or
ICMP port unreachable by UDP is returned to the sender.



Next is Disabled; if checked, this rule will be disabled and
will not be evaluated by pfSense. It is a good practice to
disable these rules while you're creating or editing them,
so that the ongoing network traffic is not affected by the
work-in-progress rules. So, let's check this box to disable
this firewall rule. We'll re-enable it later when everything
has been configured properly.

Next is the network Interface, to which you want to
attach this firewall rule. In this case, let's pick LAN1.

Next is Address Family, which determines whether this
firewall rule will apply to IPv4 traffic or IPv6 traffic.

Next is a Protocol. Let's set Protocol to ICMP. And let's
set ICMP Subtypes to any.

Set the Source to LAN1 net. This refers to the LAN
network, whereas the LAN1 address option refers to the
single IP address. So with this setting, this rule will apply
to any traffic originating from the LAN1 network.

4. Set Destination to any. And then click Save.
5. Let's create another rule. Click the first Add button again.

Tick the Disable this rule checkbox. Set Protocol as
TCP/UDP. And set the Source as LAN1 net. Click the
Display Advanced button to reveal the port range. Set the
Source Port Range to HTTP(80). And click Save:



This port range will allow HTTP traffic on port 80 from any
source device on the LAN1 network to any destination.

Okay, now back in the firewall rule listing page; you will
observe that since we clicked the first Add button, which
adds the rules at the top of the list, the second rule was
added to the top of the list. Of course, pfSense is smart
enough to not add any rule higher than the Anti-Lock Out
Rule, because it needs to have precedence over all other
rules. But if you had clicked the second Add item, the rule
would have been added to the end of the list.



6. Let's try to add a rule to the end of the list now. Click the
second Add button. Select the Disabled by default
checkbox. Set the protocol to TCP/UDP. Now change the
source to LAN1 net. Set the Source port range to
FTP(21). And then click Save: 

As you can see, the new FTP rule was added to the end of
the list. That was a walk-through of how you can set up
firewall rules in pfSense. These were just simple rules.

7. Let's perform some cleanup and delete these rules. And
we will start with a clean slate in subsequent examples.

8. Click on the bin icon to delete these rules.
9. Click the Apply Changes button after deleting them.

10. Click on Monitor changes. And you can see that the



changes have been saved and reloaded. Almost like the
Matrix, but better!



Firewall rules for internal LAN
networks
Now that you understand how to create, edit, and delete firewall
rules, let's go ahead and create some meaningful firewall rules
for LAN1. 

In the previous example, we added some firewall rules and
cleaned them up. Now there are no rules, allowing any type of
traffic on LAN1. Let's confirm that by switching to the Windows
7 machine:

As you can see, ping requests are getting blocked here. Now let's
go ahead and add a new firewall rule to allow LAN1 for ICMP,
which in turn should allow these ping requests to go through.



Generally, it is always good to create rules in ascending order:

1. Click the first Add button. Make sure the Action is Pass.
Also let's not check the Disable these rules option,
because we intend to use them to pass the traffic through.

2. Set Protocol to ICMP.
3. Select Source as LAN1 net and the Destination as any.
4. Click Save. And then click Apply Changes. Click the

Monitor link, and wait until the screen is refreshed.

 

5. Now go back to the client machine, and you can see that
as soon as the configuration was saved, the ICMP
protocol was allowed by pfSense because of the newly set
rule:



6. Let's go back and add a few more rules for different
protocols.

7. Click the Add button. Make sure the Action is Pass, and
the rule is not Disabled.

8. Set the Protocol to TCP/UDP, the Source to LAN1 net,
and the Source port range to DNS (53). And click Save.

9. Again, click the Add button.
10. Change the Protocol to TCP/UDP, the Source to LAN1

net, and the Source port range to HTTP(80). And then
click Save. What you're adding now are some industry
standard rules that are primarily always allowed for
someone to use the network and internet effectively.

11. Click the Add button. Change the Protocol to TCP/UDP.
Set the Source to LAN1 net. Click Display Advanced.

12. Set the Source port range as HTTPS(443). And then click
Save.

 

13. Click the Add button again. As you may notice, we have a
pattern going. Keep the same settings as the previous
rule. Since we're creating rules for mail servers, you can
change the Source port range based on your
requirements. Different types of mail servers work on
different network ports. For instance, if you have an
IMAP mail server, you will choose port 143, or; for POP3
or POP3/S, you will set port 110 or 995, respectively. Or if
you want to enable the SSH protocol, you can select port



22 here. Let's get back to the LAN1 firewall rule listing
page:

You can see we have four rules listed here, besides the Anti-
Lockout Rule. So, this is how you create firewall rules in pfSense.



Setting up firewall rules for
LAN2
You've seen how to configure firewall rules for LAN1. Now let's
set up some firewall rules for LAN2:

1. Here, on the firewall rule listing page, click the LAN2 tab.
The basic process of creating rules here is the same as
LAN1.

2. Click the Add button. You need to click the second Add
button this time to add the rules at the bottom of the
list. Anyway, let's make sure the Action is Pass and this
rule is not Disabled. 

3. Change the Protocol to ICMP and the Source to LAN2
net. Click Save.

4. Click the Add button again.
5. Set the Protocol to TCP/UDP, the Source to LAN2 net,

and the Source port range to DNS(53). And click Save:



This is how you can create multiple rules on different
LANs. Once you have created rules in both LAN1 and
LAN2 based on your specific requirements, you need to
add a rule to both LAN segments to ensure that LAN1 or
LAN2 cannot interact with each other. If you recall, earlier
we explained how LAN1 must be isolated from LAN2,
which is effectively the DMZ LAN network in this setup.
Since pfSense is a router, some network packets may be
transferred from one LAN to the other. But you can
configure firewalls in place to avoid such packet transfers.

6. Let's add a rule for LAN1 first. Click the LAN1 tab. Click
the Add button.

7. Set Action as Reject, and Interface as LAN1. 
8. Set the Protocol to TCP/UDP. Set the Source to LAN1 net

and Destination to LAN2 net. Then click the Save button:



This rule has been set to basically reject all packets from
the Source LAN1 to Destination LAN2. All TCP/UDP
originating from LAN1 and destined for LAN2 has now
been blocked. So, the LAN1 network cannot communicate
with LAN2. And one of the most important things is that
this rejection rule is at the top of the list. You must put all
restrictive rules at the top, so that they get evaluated first,
and sensitive traffic is blocked diligently.

9. Repeat the same steps for LAN2.
10. Click the LAN2 tab. Click the first Add button.
11. Set Action as Reject and Interface as LAN2. Set the

Protocol to any. Set the Source to LAN2 net, and



Destination to LAN1 net.
12. Setting the Protocol to any is even more restrictive,

because it will reject all traffic originating from LAN2,
not just TCP or UDP traffic. So, as you can see, you have a
tremendous amount of control over how to tweak your
firewall rules to suit your specific needs for your network.

13. Let's click the Save button:

Once again, this rejection rule is on the top of the list for
LAN2 rules. Now all packets from source LAN2 to
destination LAN1 will be rejected.

14. Click the Apply Changes button. Click Monitor, and wait
for the Done notification. So, go back and refresh the
page.

15. Let's go ahead and change the Protocol to any for the first
rule for LAN1 as well.



16. Go to the LAN1 tab. Click the Edit icon for this rule. Set
Protocol to any, and click Save.



Managing firewall rules
You have configured firewall rules for LAN1 and LAN2. Now,
let's see how you can manage these rules. Now that you have
created many rules for the firewall, you need to understand how
to manage all of these rules efficiently and effectively.

If you want to add a new rule that is very similar to an existing
rule, you can copy the existing rule. 

1. Click the LAN2 tab and try to create some new rules by
copying existing rules. Here, we have only created ICMP
and DNS rules. Let's create some more standard rules.

2. Click the copy icon under Actions for the DNS (53) rule.
You can now make modifications to the rule as required.
All the fields are copied from the original rule. For this
instance, let's change the Source port range to HTTP(80)
and leave the other fields as they are. 

3. Click the Save button. And this is the quickest way to
create new rules using existing rules.

4. Another option in the Actions panel is the Disable option.
Let's say you want to disable the Reject rule so that LAN1
and LAN2 can communicate with each other. Just click
the Disable icon. Click Apply Changes. This Disable
button is a toggle button, by the way. You can re-enable
the rule by clicking on this icon again. Similarly, go to
LAN1. Do the same with one of the rule. Click Apply



Changes. 

Now both LAN segments can communicate with each
other. You also have the option to move and change the
order of the rules. So, just click the Move icon and drag
the rule to the desired position. Finally, you can click the
Delete icon to delete a rule.

5. Let's click the Delete icon for the HTTPS 443 port rule:

And then click OK. Click Apply Changes. And you are done.
Make sure you click the Apply Changes button after configuring
these firewall rules.



Summary
Let's recap some of the key points covered in this chapter. You
learned all about what firewalls are, their key functions, and
importance. Next, you learned all about configuring pfSense as a
firewall. You also learned how to set up firewall rules for
multiple LANs, as well as how to manage these firewall rules
using pfSense.

In the next chapter, you will learn about the load balancing and
failover functionality provided by pfSense to work with multiple
WAN connections.



pfSense as a Failover and Load
Balancer
In the previous chapter, you learned about the firewall features
supported by pfSense. You enabled the firewall and set up
various rules to control the traffic flow within your network. In
this chapter, you will learn how to configure pfSense to work
with multiple WAN connections. You will also configure pfSense
to failover and load balance the traffic across these WAN
connections.

Here are some of the key learning objectives of this chapter:

You will learn all about load balancing and failover
processes across multiple WAN connections, and how to
tie this in with pfSense

You'll go through a series of demonstrations that will give
you practical insight into configuring pfSense as a load
balancer as well as a failover

You will learn how to verify pfSense as a load balancer
and as a failover

So, let's get started. To start with, let's understand what load
balancing and failover are, and how they tie in with pfSense.



Load balancing and failover
Load balancing is a function used to divide the amount of
work that a computer or a network has to do to accomplish a
given task. In the case of pfSense, you can implement multiple
ISP WAN connections and you can load balance your traffic
between these connections. This means that when a device on
the internal network makes a request to an external resource on
a per-connection basis, pfSense can route the request over each
WAN in a round-robin manner. If any gateway on the same tier
goes down, it is removed from use and the other gateways on the
tier continue to operate normally. Within the context of pfSense,
a gateway is a system through which pfSense can reach the
internet or another network.

Failover is basically the ability of a machine or a computer
system to transfer an operation from a failed component to an
alternative backup component without interrupting operations
or process flow. When two gateways are on different tiers, the
lower-tier gateway is preferred. If a lower-tier gateway goes
down, it is removed from use and the next highest tier gateway is
used. Let's understand these scenarios in more detail from the
use case diagram shown here:



This diagram represents a typical pfSense setup to explain
failover and load balancing. Let's first look at all of the
components involved here. The first cloud represents the
Internet connection or ISP1. There's also another cloud that
serves as a second Internet connection or ISP2. So, these are
basically two different ISPs, and each of them connects to two
routers, Router 1 and Router 2. Next, you can see that both
routers are connected to the pfSense firewall. This leads to a
Switch, which then leads to the different endpoints or hosts. So,
in a nutshell, this diagram has two WAN ports connecting both
ISP1 and ISP2 modems or routers to pfSense. It also has a



single LAN port connecting to a switch and thereby connecting
to the internal LAN network to the pfSense server.

First, let's discuss the failover scenario. Let's say you start off
routing all the traffic to ISP1. Everything is working perfectly,
until one fine and dandy day, ISP1 experiences some technical
hurdles and it goes down. If you did not have pfSense
monitoring ISP1, you would have a few choices to deal with in
this situation. You could either manually switch over to ISP2 if
you have one, or wait for ISP1 to fix its technical problems.
Obviously, both of these are less than desirable solutions. This is
where pfSense's multi WAN support comes in. If you configure
pfSense to work with multiple WAN connections and implement
failover and/or load balancing, then the failover in these extreme
cases is transparent to the internal LAN users. In this case, as
soon as pfSense detects that ISP1 is down, the traffic will be
automatically redirected to ISP2:



In this scenario, we can say that a proper failover has been
configured. If ISP2 is only used for failover, then pfSense will
wait until ISP1 is back up and running. When everything's
returned back to normal, pfSense will start routing the traffic
through ISP1 again. So, this may be considered an active-
passive failover.

The second scenario is about load balancing across multiple
connections, even in non-exceptional cases. Let's say you have
two ISP connections, but they're not the same in terms of their
bandwidth offering, quality, and consistency of connectivity:



ISP1 is a premium provider that offers a bandwidth of 14
megabits per second and a more robust connection, while ISP2
provides a bandwidth of 5 megabits per second. Now, instead of
wasting the bandwidth provided by the second ISP, you could
configure pfSense to load balance the traffic across both
connections and utilize both ISPs to their maximum advantage.
Once again, pfSense is extremely flexible in terms of how you
implement this load balancing. You could choose to combine the
bandwidth from both connections and use both these ISPs
simultaneously, and the load will be distributed among both
ISPs. You could also route the traffic across these two ISPs based
on certain criteria. For instance, you could configure pfSense to
route all HTTP traffic via ISP1, whereas all FTP traffic could be
routed to ISP2. A more usual case is that voice and video
communication traffic is generally routed via a more robust and
bigger ISP, whereas regular email and web traffic is routed via
the cheaper alternative ISP. An added advantage of load



balancing is that the failover works without any additional
configuration. If ISP1 is down, all the traffic will be forwarded to
ISP2, and vice versa, so that the entire network does not
experience any downtime. This may be considered active-
active load balancing.

Now, let's look at the load balancing scenario:



In this scenario, consider that ISP1 has a bandwidth of 14
megabits per second, while ISP2 has a bandwidth of 5 megabits
per second. Now, if the internet network is using 2 Mbps, it will
use both of these ISPs simultaneously and the load will be
distributed among both ISPs based on certain criteria. This
scenario demonstrates the conditions required for pfSense to
work as a load balancer, and it also shows that it has been
configured properly. If ISP1 is down, all the traffic will be
forwarded to ISP2, and vice versa, so that the entire network
does not experience downtime.



Load balancing and failover
across multiple WAN
connections
Now, let's go ahead and configure pfSense to act as a load
balancer across multiple WAN connections:

1. Let's switch to the pfSense server. Here we are at the
command-line dashboard for pfSense:

You can see here that we have configured two WAN
connections. The first WAN interface is em0 and the WAN2
interface is em2. Both of them have different IPs. The LAN1
interface is em1. Basically, the third network interface was



renamed from LAN2 to WAN2, and instead of connecting it to
an internal switch, the third network interface was
connected to a new ISP.

2. Let's use the Windows 2012 R2 machine to access the
WebGUI console. 

Additionally, you can also use the Windows 7 client system to test the
connectivity. 

3. Let's move on to the configuration process for load
balancing and also for failover.

4. Open the WebGUI of pfSense from Windows Server 2012
R2. If you remember, the pfSense server IP address is
192.168.1.1.

5. Navigate to that IP address and enter the login details in
the pfSense console and click the Login button. 

The pfSense Dashboard is displayed and lists all the
details:



6. You can see three interfaces, one LAN and two WAN
ports. WAN has a public IP address, while LAN1 has a
private IP address.

7. Click on the Interfaces tab and click WAN. Change the
name to WAN1 for consistency. Click Save.

8. Click Apply Changes and go back to the Dashboard.

Now, the Interfaces are named consistently:



It is much easier to discern the purpose of each of these
Interfaces based on the names. It is good practice to follow a
consistent naming scheme for your networking components.



Configuring Gateway Groups
To configure pfSense as a load balancer or failover, you first need
to create a Gateway Group. Let's do that now.

Before you start, let's first check if the client system has internet
connectivity or not. Let's switch to the Windows 7 client system:

1. Open a browser window and navigate to a site, say google.c
om, and check the connectivity. You can also check this by opening the 
Command Prompt. Execute the ping google.com -t command:

As you can see, the ping command is working fine.

2. Now that you have verified the connectivity on the client
machine, let's go back to the pfSense server.

3. Go to System tab and click Routing:

http://google.com
http://google.com


In the Gateways tab, you can see that there are two
gateways—WAN1 and WAN2, which are defined here.
WAN1 is the default gateway. There is still another
gateway for both, but it is for DHCP6, which is related to
the IPv6 IP addresses. For now, let's just focus on the
IPv4 IP network.

As mentioned earlier, a pfSense gateway is a system
through which pfSense can reach the internet or another
network.

4. Let's switch to the Gateway Groups tab:



As you can see, currently, this pfSense server does not
have any Gateway Groups defined. Let's take care of that
now.

5. Click the Add button to create a new Gateway Group. You
will be redirected to this window:



6. You will now create a Gateway Group by adding the two
gateways, WAN1 and WAN2. A Gateway Group is just a
simple way to group together gateways to act in a
coordinated fashion. These gateway groups can perform
load balancing, failover, or a mixture of the two. As you
may have guessed, this is the core component that
provides the load balancing and failover capabilities to



pfSense.
7. Let's name the new Gateway Group WAN_Group. Change the

Gateway Priority of WAN1_DHCP to Tier 1. Do the same
with WAN2_DHCP:

In a pfSense Gateway Group, each gateway is assigned to
a tier to determine when and how it is used. The lower tier
numbers are preferred over the higher tier numbers. If
any two gateways are on the same tier, then those
gateways will load balance. If they're on different tiers,
they will perform failover, preferring the lower tier. If the
tier is set to Never, then the Gateway is not considered
part of this group.

8. Click Save and the Gateway configuration will have been
change. The changes must be applied to take effect. So,
click Apply Changes and click the Gateways tab. 

You already have Gateway WAN1 as the default, which means
pfSense will route all outgoing traffic via WAN1. But the intent
here is to route all the traffic through the load balanced Gateway



Group you just created. To change this, you need to configure a
new firewall rule:

1. Click the Firewall tab from the top toolbar and click
Rules.

2. Click the LAN1 tab. Here, you will create a new rule, like
we did in the previous chapter. 

3. Click the first Add button.

Make sure you click the first Add button so that the rule is created at the
top of the list.

On clicking the Add button, you will be redirected to the
Rules / Edit window.

4. Let's define this rule now. Set the Action as Pass:

5.  Change the Source to LAN1 net, and keep the
Destination as any:



6. You can click the Display Advanced button under Extra
Options to reveal some other settings for this firewall
rule. 

7. Scroll down and find a setting for Gateway. Change it to
WAN_Group:

8. Click Save. Click Apply Changes and refresh. You can see
that the rules have been reloaded in the Dashboard:



In this example, you walked through the process of setting up a
Gateway Group and associating it with a firewall rule. Effectively,
this sets up this pfSense server to start load balancing the traffic
across multiple WAN connections transparently.



Verifying load balancing across
WAN connections
Now, let's verify this setup and confirm that pfSense is able to
load balance the traffic across multiple WAN connections. Let's
head back to the pfSense WebGUI dashboard:

1. Click on the Status tab and then select Gateways. Click
the Gateway Groups tab:

You can see that the components of this Gateway Group
are online. Since this is a load balance group, as long as a
single gateway is online, this Gateway Group will be able
to serve traffic to the end users. Let's switch to the client



machine.

2. In the Command Prompt window, let's execute the ping
google.com -t command:

And as you can see, it is still able to ping the remote
machine, and it is getting a valid response back. So
basically, this external traffic is being routed via the
pfSense server in a load balanced fashion. 

3. Press Ctrl + C to stop the ping command. Let's go back to
the WebGUI.

4. Now, let's try to simulate a situation where one of the
WAN connections experiences an outage. To do that, you
can just disable the WAN network interface. To configure
this, click the Interfaces tab on the top toolbar, and click
WAN1. 

5. Uncheck the Enable interface checkbox. This will
effectively disable the WAN interface and no traffic will
pass through this interface.



6. Scroll down and click Save. Click Apply Changes.

Now, one of your interfaces is down. Go to the client machine
and test the connectivity as we did previously with the ping
command. 

You will notice that even though the WAN connection is down,
you're still getting a valid response. That is because pfSense has
already realized that the WAN1 connection is down, so it needs
to route all the traffic via WAN2.

Now, let's go back to WebGUI. Enable the interface by selecting
the Enable interface checkbox. Click Save and click Apply
Changes. You will see the client machine still getting responses.
This is how pfSense load balancing works across multiple WAN
connections.



Failover across multiple WAN
connections
Now, pfSense has been configured for load balancing and
implicit failover. Let's proceed and verify this configuration
further.

Let's take the verification one step further. Instead of disabling a
WAN connection, let's try to disable each of the gateways and
observe the effects:

1. Click System tab on the toolbar and select Routing. Click
the Gateway Groups tab:

Both have the Priority set to Tier 1, which indicates that
pfSense is currently working as a load balancer, which
inherently also provides failover.



2. Click the Gateways tab and let's disable the first link,
which is WAN1-DHCP:

3. Click the Edit icon to its left. Scroll down to the field
Force State. Select the Mark Gateway as Down checkbox:

4. Click Save. Click Apply Changes. Go back to the client
machine and see if it is getting a response. You will see
that there isn't any drop in the connectivity as the traffic
is being routed automatically through the second ISP,
that is, the WAN2 interface.



5. Go back to the WebGUI. Click the Edit icon for the WAN1
interface. Deselect the Mark Gateway as Down checkbox,
and click Save. Click Apply Changes.

6. Now, click the Edit icon for the second link, WAN2. Scroll
down to the Force State field. Select the Mark Gateway as
Down checkbox and click Save. Click Apply Changes.

7. Go back to the client machine and see if it is getting a
response. You will see that there doesn't seem to be any
drop in the connectivity.

So, this is how you can configure the pfSense server as a load
balancer or failover across multiple WAN connections. In this
case, both WAN connections were assigned to the same tier, but
if you change the tiers of these gateways, say WAN1 is assigned
to Tier 1 and WAN2 is assigned to Tier 2, then pfSense will
behave strictly in a failover mode. The lower tier will be used
first. If that fails, pfSense will automatically failover to the other
WAN connection with the higher tier number.



Summary
Let's just quickly recap some of the key points that we have
covered in this chapter. You learned all about the load balancing
and failover features of pfSense. Next, you learned to configure
pfSense as a load balancer and a failover mechanism across
multiple WAN connections. Finally, you verified the failover and
load balancing behavior of pfSense and its effect on the network
traffic.

In the next chapter, you will learn about remote connectivity
options that are available in pfSense.



Remote Connectivity with
pfSense and IPsec
Welcome to this chapter on setting up remote connectivity with
pfSense and IPsec VPN Tunnel. In the last chapter, you learned
how you could configure pfSense as a load balancing router
across multiple WANs. You also learned how to leverage this
functionality and implement a failover mechanism for your ISP
connections. In this chapter, you will learn about IPsec, its
features, and how it is used. You'll also learn how to configure an
IPsec VPN tunnel in the pfSense server.

Here are some of the key topics of this chapter:

IPsec and its key features

The different types of security association modes

A series of demonstrations that will give you practical
insight into configuring an IPsec tunnel on the pfSense
server

So, what are we waiting for? Let's get going.



What is IPsec?
IPsec, also known as Internet Protocol Security, is a
protocol suite that encrypts IP traffic before the packets are
transferred from the source node to the destination. So,
naturally, a question arises: what are packets? Well, let's see.

Packets are the basic unit of information in a network
transmission. Networks that use TCP as their network protocol
transfer data in IP packets. These IP packets have the source and
destination address along with the data to be transferred. IPsec
is a set of protocols that enable machines to establish mutual
authentication between agents at the start of the IPsec session.
They also help in the negotiation of cryptographic keys to use
during the secure session. IPsec is a versatile suite of protocols
and it supports multiple scenarios. IPsec can protect data flows
between a pair of hosts (host-to-host), a pair of security gateways
(network-to-network), or between a security gateway and a host
(network-to-host). IPsec uses strong cryptography to protect
communications over Internet Protocol networks or IP networks.
IPsec supports network-level pure authentication, data origin
authentication, data integrity, data confidentiality, encryption,
and replay protection.



Transport mode
The IPsec protocols can be implemented in host-to-host
transport mode, as well as in a network tunneling mode. In the
transport mode, IPsec only encrypts the payload of the IP packet.
No other part of the IP packet is tampered with. Since the IP
header is neither modified nor encrypted, the network routing
for each packet remains intact.



Tunnel mode
Under the tunnel IPsec mode, the entire IP packet is encrypted
and authenticated. This encrypted IP packet is then encapsulated
into a new IP packet with a new IP header. Basically, it encrypts
the entire IP traffic before the transfer of packets. 

IPsec tunnel mode supports NAT traversal, and it is the default mode.

With tunnel mode, the entire original IP packet is protected by
IPsec. This means that the IPsec wraps the original packet,
encrypts it, adds a new IP header, and sends it to the other side
of the VPN tunnel-IPsec peer.



IPsec features
IPsec is the most secure, commercially available method to
connect network remote clients and sites. IPsec was designed to
provide a secure and robust mechanism to transfer the IP
packets privately across networks. IPsec has a number of
features baked into the protocol, which makes it so secure and
robust. An authentication mechanism inherent in the IPsec
protocol verifies that the packet received is actually from the
claimed sender. IPsec uses strong cryptography to assert and
verify the integrity of data. This ensures that the contents of the
packet did not change during transit. And, of course, with the
help of encryption, IPsec ensures confidentiality. It conceals the
message's content through encryption while it is in flight.



Security Association
Let's get familiar with another term, called Security
Association (SA). The concept of SA is fundamental to IPsec.
An SA is a relationship between two or more entities, nodes, or
devices on disparate networks that describes how these entities
will use security services to communicate securely. IPsec
provides many options for performing network encryption and
authentication. In other words, an SA is a logical connection
between two devices transferring data. It provides data
protection for unidirectional traffic using defined IPsec
protocols. An IPsec tunnel typically consists of a pair of
unidirectional SAs, which together provide a protected full
duplex data channel. The SAs allow a network administrator to
control exactly what resources may communicate securely
according to a security policy. You can set up multiple SAs to
enable multiple secure VPNs. It can also define SAs within the
VPN to support different departments and business partners.



IPsec VPN tunnel
implementation
Let's look at an IPSec VPN tunnel implementation example:

The cloud icon represents a public unsecured network, say the
Internet. Let's say there are two remote office sites, Site A and
Site B. This could be two branch offices of a company situated in
different cities or even different countries. Both of these remote
sites have their own independent ISP connections. They also
have a local pfSense firewall implemented in remote locations.
Similarly, they also have an internal LAN, consisting of various
internal network devices. Site A has the internal IP address
range of 192.168.1.0/24. Site B has the internal IP address range of
192.168.2.0/24. In this scenario, these two sites are protecting their
local internet networks with an installation of pfSense. But what



if these two sites need to connect to each other? Or all the branch
offices need to connect to the main head office network? In these
situations, you can implement a secure and persistent IPSec
tunnel between these sites. This will enable a secure network
data flow between the connected sites. For the end users within
the internal networks on remote sites, the entire connected
network, including the branch office, will appear as a single
logical connected network. By implementing these IPSec VPN
tunnels, it is possible to use IPsec to send internet traffic from
Site A in a way that it appears to be coming from Site B, and
vice versa.



Prerequisites
Now, let's review some of the prerequisites you need to take care
of before setting up IPsec VPN tunnels in pfSense. When you are
trying to establish IPsec tunnels between two networks, you
must make sure that both locations are using non-overlapping
LAN IP subnets. For example, if both sites are using 10.0.0.0/24 on
the LAN segment, the IPsec site-to-site VPN will not work. This
is not a limitation in pfSense; it's due to basic IP routing. If the
pfSense server is not the default gateway on the LAN where it is
installed, then some static routes must be added to the default
gateway pointing the remote VPN subnet to the IP address on
pfSense in the LAN subnet. You must have good communication
with the administrator of the remote network so that you can
coordinate the activities that are needed to set up the IPsec
tunnel. There are a lot of settings that need to match on both
sides of the tunnel, so, regular communication and cooperation
with the remote administrator will be very, very helpful.



IPsec phases
IPsec tunnels are based on two components. Phase 1 of the IPsec
protocol defines the remote peer and how the tunnel is
authenticated. One or more Phase 2 entries of the IPsec protocol
define how traffic is carried across the secure tunnel. It is very
important to configure these two phases carefully. If the
information is incorrect in either section, the tunnel will likely
fail to successfully negotiate Phase 1 and/or Phase 2. You need to
make sure that both VPN servers have exactly the same settings
for all of the IPsec configuration fields, with only a few
exceptions to that rule. For example, both sides will have
different identifiers and remote gateways. The subnet
definitions, timeouts, encryption settings, and so on all need to
match.



Configuring IPsec tunnel
Now that you're familiar with the IPsec concepts, let's go ahead
and implement a new IPsec tunnel in the pfSense server:

1. Login to pfSense by inputting credentials and go to the
pfSense dashboard.

2. Now, let's go ahead and configure a new IPsec tunnel.
Let's click VPN on the top toolbar, and click IPsec. 

As you will see, right now there are no IPsec VPN tunnels
configured here:

For this example, let's assume that this particular instance
of pfSense is installed in Site A.



3. Under the Tunnels tab, click the Add P1 button. P1 here
refers to Phase 1. Ensure that the Disabled checkbox is
not checked, otherwise the IPsec tunnel will not be
enabled:



pfSense will suggest default values for most of these
settings related to IPsec. The Internet Protocol for this
IPsec tunnel is IPv4, which is what you want. The
Interface is WAN1, which is also good. In the Description
field, let's input Site A. In the Remote Gateway field, you



need to enter the public IP address of the remote site,
which is 192.168.2.1.

This is the IP address for the remote pfSense or IPsec
tunnel endpoint, to which Site A will be connected. In
most cases, this should be the WAN IP of the remote
system. A hostname may also be used in this field. In this
case, let's enter 192.168.2.1. This is the public IP address of
Site B.

The next section deals with Phase 1 Proposal settings,
which affect the authentication phase of the IPsec
handshake:

In the Authentication Method field, let's accept the default
values of Mutual PSK. Here, you have to make sure that



the method you choose matches the settings you chose on
the remote site. PSK here stands for Pre-Shared Key.
When PSK mode is used, the provided credentials will be
in the form of a shared secret string. Let's change the
Negotiation mode to Aggressive, since it is more flexible. 

This is the type of authentication security scheme that will
be used during the establishment of the secure IPsec
tunnel. Aggressive negotiation mode is slightly less
secure. It is far faster and will ensure that the VPN tunnel
will rebuild itself quickly, and it probably won't timeout
an application if the tunnel was down when the resource
on the other end was requested.

For the identifier, let's accept the default values. My
identifier identifies the current router to the remote
router. It is best left as My IP address, and pfSense will fill
it in as needed. 

Peer identifier identifies the router on the remote site. It
is best left as Peer IP address and pfSense will fill it in as
needed. 

The Pre-Shared Key is analogous to a password for the
tunnel. As the name suggests, this key should be the same
on both sides. The characters in this key string are case
sensitive, and you can include special characters. You
must make sure that this is a complex and long key to
make sure it is secure. Since this only gets entered once on
each side, there is no need to remember it. Let's enter
packtpub@123.

For Encryption Algorithm, let's pick AES, because it is
superior, faster, and more secure than other supported
encryption algorithms:



Make sure that whatever algorithm you choose here
matches the settings on the remote site as well. The Hash
algorithm option is the hash used for the checksum. Let's
change it to SHA256 for better security. 

In the Advanced Options section, make sure that the NAT
Traversal is set to Auto. Keep all the other settings as they
are and click the Save button:



You have successfully configured Phase 1 of the IPsec VPN
tunnel. Click Apply Changes.

4. Next, click the Show Phase 2 Entries button:



 As you will see, there are currently no Phase 2 entries for
this IPsec tunnel:



5. Click the Add P2 button:



Once again, make sure that the Disabled checkbox is
unchecked, and let's make sure that the Mode is set to
Tunnel IPv4. The setting for Local Network defines which
subnet or host can be accessed from the other side of the
VPN tunnel. It is recommended that you set this to LAN1
subnet, which means that the entire LAN will be
accessible from the remote network. So, let's change the
Local Network to LAN1 subnet. This automatically selects
the LAN1 subnet in the site. If you select Address, you can
add the address manually.

Similarly, the Remote Network defines which subnet or
host can be accessed through the secure IPsec tunnel. As
mentioned previously, it is very important that these
settings are set exactly like the other end's local subnet
section. If not, Phase 2 of the VPN connection will fail,
and traffic will not pass from one VPN segment to the
other. In the Remote Network field, let's enter 192.168.2.0,



and keep the subnet mask as 24. In the Description field,
enter Site B. 

6. Now, under the Phase 2 Proposal section, you can define
the settings that affect the encryption and handshake:



The Encryption Algorithms should be the same for Sites A
and B. So, select 256 bits in the AES drop-down list. 



Similarly, for Hash Algorithms, select SHA256. 

Leave the other settings as the default selections and click
the Save button. Then, click on Apply Changes:

And this is how you configure Site A's IPsec VPN tunnel. The
process to configure Site B's VPN tunnel is the same as what you
did for Site A. The only difference will be in the local IP address.
For Site B, it will be 192.168.2.0/24, and the remote IP will be Site
A's network address.



Configuring pfSense firewall
rules
You've already set up the IPsec VPN tunnel, but pfSense will not
allow any traffic through unless a firewall rule is established to
pass it. So, let's look at the process of configuring a firewall rule
to pass the IPsec traffic. Click on Firewall, and select Rules:

Notice that a new tab called IPsec is available here. Let's click the
IPsec tab. You will see that there are no firewall rules defined
here. So, click the first Add button to create a new rule:



Make sure that the Action is set to Pass, the Interface is set to
IPsec, and the Address Family is set to IPv4.

Also, change the Protocol to Any to allow for any type of traffic
over the secure IPsec tunnel. 

Accept all the default values for the rest of the settings and click
the Save button. Then, click the Apply Changes button. 

Once it's done, let's go back and refresh the page:



The Firewall rule has been established. The IPsec tunnel should
now be operational. You should be able to ping from one site to
the other.

However, computers on Site A are not yet connected to the
internet. To do this, you need to configure a NAT rule for this
IPsec tunnel. So, click Firewall and select NAT, and then
click the Outbound tab:



The default mode is Automatic outbound NAT rule generation
(IPsec passthrough included).

Click the Save button. Click the Apply Changes button. Now, go
back and refresh the page. The changes have been applied. 

Click the Add button to add a new rule. In the Source field, enter
Site A's IP address, 192.168.1.0, with a subnet mask of 24:

This is done because traffic will be generated from Site A.



In the Description field, enter NAT for IPsec:

Click the Save button. Click the Apply Changes button:



Now, you're all set. Both sites should have internet access. You
can repeat these steps for Site B as well. Keep the settings and
parameters the same for both sites.



Summary
Let's recap some of the key points covered in this chapter. You
learned all about what IPsec is and its key features. You also
learned about the different types of security association modes.
Next, you learned how to configure an IPsec tunnel on pfSense
for different sites. You also learned how to create firewall and
NAT rules to allow traffic through the IPsec tunnels. In the final
chapter, you will learn about a proxy server implementation
called Squid proxy server.



Using pfSense as a Squid Proxy
Server
In the previous chapter, you got familiar with the IPsec protocol,
and you also learned how to implement IPsec tunnels on the
pfSense platform. In this chapter, you will learn how to configure
pfSense as a Squid proxy server. You will be integrating the
Squid Proxy into pfSense, and then testing it using client access.

Here are some of the key learning objectives of this chapter:

You will learn all about proxy servers, what they are, and
their key features

You'll also get an understanding of the advantages of a
Squid proxy server

You'll go through a series of demonstrations that will give
you a practical insight into installing and configuring the
Squid proxy server

You will learn how to test the Squid proxy server in a
client environment

Let's kick this module off by understanding what a proxy server
is.



The proxy server
A proxy server is a hardware or a software system that acts as
an intermediary between an endpoint device and another server,
from which a user or client is requesting a service. The proxy
server can exist on the same machine as a firewall server. It can
also be on a separate server that forwards requests through the
firewall. A proxy server's cache can serve all users. This is one of
its key advantages. If one or more internet sites are frequently
requested, these are likely to be in the proxy's cache. This
improves user response time. It also helps relieve the pressure
on a common shared network. Since the proxy server caches the
content, it can save on the precious bandwidth consumption. A
proxy server can also log its interactions, which can be helpful
for troubleshooting. Let's have a look at a simple example to
understand how proxy servers work:



When a Proxy server receives a request for an internet resource,
such as a web page, it looks in its local Cache of pages. If the
Proxy server finds the requested resource in its Cache, then it
returns it to the original requester without needing to forward
the request to the remote server. If the requested resource is not
in the Cache, the Proxy server acts as a client on behalf of the
user. The Proxy server uses one of its IP addresses to request
the page from the server on the internet. When the requested
resource is returned, the Proxy server relates it to the original
request, and forwards it on to the user.

Proxy servers can serve multiple purposes. In an enterprise, a
proxy server is primarily used to facilitate security,
administrative control, caching services, and so on. In a personal
computing context, proxy servers are used to enable user privacy
and anonymous surfing. Proxy servers can also be used for the
opposite purpose – to monitor traffic and undermine user
privacy. To the user, the proxy server is almost invisible. All
internet requests and return responses appear to be direct with



the addressed internet server. That being said, the user must
specify the proxy server's IP address as a configuration option to
the browser or other protocol programs. Okay, now you know
what a proxy server is. Next, let's discuss what exactly the Squid
proxy server is.



The Squid proxy server
Squid is a caching and forwarding web proxy. Squid is quite
versatile and can serve multiple purposes, from speeding up a
web server by caching repeated requests, to caching web, DNS,
and other computer network lookups for a group of people
sharing network resources, to aiding security by filtering traffic.
Although primarily used for HTTP and FTP, Squid includes
limited support for several other protocols including TLS/SSL,
Internet Gopher, and HTTPS.

The advantages of the Squid proxy server are as follows:

Caching: Caching frequently requested web pages,
media files, and other content accelerates response time
and reduces bandwidth congestion.

Open source: Squid was originally designed to run as a
daemon on Unix-like systems. A Windows port was
maintained up to version 2.7. New versions available on
Windows use the Cygwin environment. Squid is free
software released under the GNU general public license.

Efficient: A Squid proxy server is usually installed on a
separate server than the web server with the original files.
Squid works by tracking object use over the network.
Initially, it acts as an intermediary, simply passing the
client's request on to the server and saving a copy of the
requested object. If the same client or multiple clients



request the same object before it expires from Squid's
cache, Squid can then immediately serve it, accelerating
the download and saving bandwidth.

Tried and tested: Internet Service Providers, or ISPs,
have been using Squid proxy servers since the early 1990s
to provide faster download speeds and reduce latency,
especially for delivering rich media and streaming video.
Website operators frequently use Squid proxy servers as
content accelerators. They cache frequently-viewed
content and ease the loads on the web servers. Content
delivery networks and media companies use Squid proxy
servers and deploy them throughout their networks. This
improves viewer experience, particularly for load
balancing and handling traffic spikes for popular content.

Let's try to understand the Squid proxy server in this example
implementation:



The cloud icon represents the Internet. The Proxy Server is
connected to the Internet. This Proxy Server is basically
pfSense acting as a Squid proxy server. There is also a Web
Server connected to the Internet. And finally, there are
computers or users. Traffic can be generated from any of these
devices. Squid is a caching proxy for the web. It supports HTTP,
FTP, HTTPS, and many other protocols. It also reduces
bandwidth and improves the response time by caching and
reusing frequently requested web pages. It has extensive access
controls and makes a great server accelerator. It runs on almost
all available operating systems, including Windows. Hundreds of
internet providers worldwide use Squid proxy to provide their
users with the best possible web access. It optimizes data flow
between the client and the server to improve performance, and
caches frequently used content to save bandwidth.



Installing the Squid proxy
server
Now let's go ahead and install the Squid proxy server on the
pfSense server. Open the pfSense server and use the user
credentials to log in. Here on the pfSense dashboard, click
System, and click Package Manager. Click the Available Packages
tab. pfSense will go out to the public repositories and fetch the
list of available packages that you can install on this pfSense
instance. Once the list of packages finishes loading, scroll down
and search for the squid package. Click the Install button. Click
the Confirm button, and wait for the installation to complete.
pfSense will now fetch the installation binaries for this package
and install it:



Let's wait for the installation to finish. Now, the Squid package
has been installed successfully on this pfSense instance.

Let's review the setup once again to make sure you get a clear
picture:



The most important thing to understand here is how the Squid
proxy fits between the WAN and LAN connections in this
scenario. This is a typical scenario for setting up your pfSense
and Squid proxy server. The WAN port is the public interface,
which connects your network to the outside world. The Squid
proxy and pfSense are installed on the pfSense server. This
pfSense server is connected to a local switch, which is part of the
internal LAN network. So, as is evident from the diagram, this
scenario shows that all the endpoints are connected to the LAN
port through the switch. The port where the internet connection
terminates is the WAN port. When the client devices within the
LAN network make requests via the Squid proxy, it will need to
manage all that traffic on the LAN port. This is an important
point to remember. We will need to use this while configuring
the Squid proxy server.



Configuring the Squid proxy
server
After the installation of Squid is successful, let's go ahead and
configure the Squid proxy server. Click Services, and select Squid
Proxy Server. First, you must enable the Squid proxy server:

By default, Squid servers are disabled and stopped. Click the



Check to enable the Squid proxy checkbox. This next setting is to
preserve the settings or logs, and so on, across Squid packages
installs and reinstalls. It is a good idea to keep this enabled
unless you have strong reasons to disable it.

When it comes to proxying a particular interface, the only one
you need to pick is the LAN interface. As explained earlier, the
LAN user's outgoing requests to the internet only need to go
through the proxy. And, the incoming requests from the internet
or requests from the DMZ LAN segment may not need to be
proxies via Squid. The port is the network port on which this
proxy server will listen for incoming connections. The client
devices on the network will need to configure this port and the IP
address of this pfSense system to connect to the outside world
via the Squid proxy server. Let's make sure you check the
checkbox for Allow Users on Interface. This helps with an easier
configuration of your LAN network devices. You can accept
default values for the rest of the settings in this section.

Now, let's proceed to the Transparent Proxy Settings section:



Let's also make sure you select the Enable transparent mode
checkbox. Doing this ensures that you don't have to configure
any client environment for proxy settings. This will automatically
direct all traffic to the proxy server. Once again, make sure the
Transparent Proxy Interface(s) is the LAN interface, which is
already selected by default. Let's scroll down.

Here's the section on SSL Man In the Middle Filtering:



By default, Squid proxy servers cannot monitor encrypted
HTTPS traffic. When a client requests a resource over an HTTPS
channel, Squid establishes a TCP connection to the destination
server on port 443, which is the default port for HTTPs. And, it
responds to the client with an HTTP 200 response to indicate the
connection was established. Once this encrypted tunnel has been
established, Squid passes the packets between the client and the
server. But, it no longer has any visibility to the traffic, since it is
protected by SSL encryption.

Over the last few years, many popular websites including Google,
YouTube, Reddit, and Facebook have started enabling HTTPS
encryption by default. This means that without configuring
HTTPS interception, Squid proxies have limited filtering,
monitoring, and logging capabilities. Fortunately, Squid
supports the man-in-the-middle SSL filtering, which will allow
you to more effectively monitor the traffic passing through the
proxy server. You should certainly consider enabling this option
for production environments. But, for the test setup, you can
keep things simple and skip this setting.

In the Logging Settings, you can also check the Enable Access
Logging checkbox:



This will configure Squid to log all requests. This may be helpful
for auditing and diagnostic purposes. But, be warned that in a
busy network, this can produce a lot of logs. And, if you're
running low on disk space on your Squid server, this may end up
filling up all your hard drive space. So, please plan accordingly
before enabling this checkbox. You do have the ability to set the
path where you want to save those log files. And, you can enable
log rotation to alleviate the problem of a lot of logs piling up on
your server. Let's accept the default values for other settings.
After configuring the server like so, let's save this configuration.

Before you save the configuration, there is one more setting you
should modify. In the Visible Hostname under Headers
Handling, Language and Other Customizations, field, change the
default value from localhost to PacktProxy:



Now scroll down, and click the Save button. With that, the basic
configuration settings for this Squid proxy server instance are
now saved. Now, let's configure the cache for the Squid proxy.
Click the Local Cache tab. 

Scroll down. In the Do Not Cache field, you can enter a list of
websites or domains that you do not want to cache. These could
be sites whose content you want to keep private or secure; for
instance, your banking sites, health record sites, and so on. For
this demo, you can enter google.com and yahoo.com on separate lines
here:



And, with this configuration, Squid does not cache any pages or
objects from these two domains. Here's another setting called
Enable Offline Mode. When you enable this option, the proxy
server will never try to validate cached objects. Basically, the
cached objects may live in cache perpetually. Although this may
give you a performance boost, you may end up serving stale
content to your users. For that purpose, it is not recommended
that you enable this setting.

Now, we come to the most important section, the Squid Hard
Disk Cache Settings:



First and foremost, you can set the Hard Disk Cache Size here.
The default value is 100 MB. If you have a bigger drive and you
want to increase the cache size, you can configure that here. If
you feel the need to clear the cache, you can click the Clear Disk
Cache NOW button. You can also set the Hard Disk Cache
Location. The minimum and maximum sizes of objects that can
be saved in the cache are also listed here. These sizes are also in
megabytes.

So, the largest object this Squid proxy will cache is 4 MB.
Anything bigger than that will not be cached. Next is the
Squid Memory Cache Settings. Squid has these multiple layers of
cache:

Obviously, the in-memory cache is much faster than the disk-
based cache, but you need to be careful when configuring this
section. Make sure you don't starve your pfSense server out of all
the memory; otherwise, other vital functions of the pfSense
server may suffer. Currently, the Memory Cache Size is set to 64
MB. This sounds reasonable. The Maximum Object Size in RAM
is 256 KB, which also seems reasonable. And finally, we come to
the section about Dynamic and Update Content:



You generally do not want to enable the Cache Dynamic Content
checkbox, because it will take up too much space in the cache
and slow down the server. So, after configuring the pfSense
server cache settings, let's click the Save button.

The basic configuration is complete. Let's go through the
remaining tabs. Switch to Remote Cache. 

There are no settings here. With Remote Cache, you can
integrate this Squid proxy server to a remote cache server.

Click the Antivirus tab:

Squid can run an antivirus for all the objects saved in the cache.
This is a good security option. You can select the Enable Squid



antivirus check using ClamAV checkbox to enable an antivirus.
The antivirus product used by Squid is called ClamAV. You can
also configure a custom URL where the user will be redirected to
when Squid detects an infected object:

This is a very handy feature and generally leads to a safer
network environment.

You can also choose to leave this as never, and manually update
the antivirus whenever needed. Click the Save button. Now, click
the ACLs tab:



ACL stands for Access Control List. You can control users'
subnets access levels here. In the Allowed Subnets field, type in
your required subnets. For example, 192.168.1.0/24.

Keep in mind that if you have more than one subnet accessing
this proxy, you need to specify each subnet on its own line.
Please note that the proxy interface subnet is already allowed by
default.

There is also a setting for Unrestricted IPs. These IPs will bypass



the ACL restriction. This may be needed for some system-level
nodes running some special processes, or for system
administrators who may need unrestricted access to the network.
Similarly, Banned Hosts Addresses is the opposite of the
previous setting. These IPs will not be able to access the proxy
server. You have options to Whitelist and Blacklist certain
domains:

These domains will not be accessible to the proxy users. You can
add any unwanted sites here, such as sites containing any
offensive materials. In some stricter organizations, social media
and news sites can also be banned using this functionality.

Blocked User Agents will restrict the use of specific browsers in
your network. Click the Traffic Mgmt tab:



You can set the Maximum Download Size, Maximum Upload
Size, and other similar settings here. There are tons of other
settings you can tweak to configure the Squid proxy exactly the
way you want. In this example, you went over the most
significant settings.

Now that the Squid proxy has been installed and configured on
the pfSense server, let's go ahead and observe how the clients
can access the internet via this proxy.



Testing the Squid proxy server
Back in the Windows 7 client machine, let's confirm the IP
address for this client machine. Launch the Command Prompt
window and execute ipconfig:

Here, the IP address of this machine is 192.168.1.2. If you check,
you will see that this client machine can connect to the internet. 

You did not have to make any special configuration for assigning
a proxy server to this browser. And, the reason why that is
working is because of the setup. The Squid proxy server has been
configured as a transparent proxy.

Let's switch to the pfSense webConfigurator in the ACLs section
for the Squid proxy server. When you scroll down, you find the



option called Banned Hosts Addresses. As discussed earlier, if
you add an IP address to this list, Squid proxy will actively reject
the requests from that IP address. Effectively, the banned IP
addresses or the networks in CIDR format will be banned from
accessing the internet. Let's enter the IP address of the Windows
7 client machine here, and observe the effects. Let's enter
192.168.1.2:

And, click the Save button. Now, the client machine's IP address
has been banned.

Let's switch to that client machine and try to access the internet
again. Refresh the browser, and you will see the browser is not
able to get any response back. 

The Squid proxy server denied the request, and the user got this
message: The requested URL could not be retrieved.

So, this is how you can ban certain IP addresses from accessing
the internet. The message also provides the email address of the
Squid proxy administrator. This is helpful for the end users to be
able to contact the network support and resolve any issues. The
email address admin@localhost is the default email address
configured by the Squid proxy.

Let's see how you can change this to a proper email address.

Switch back to the pfSense webConfigurator. In the Squid proxy
management page, switch to the General tab. Scroll down to find



a setting called Administrator's Email. This is where you can set
the value for the correct email address. Let's change the
administrator's email to packtpub.n@outlook.com:

Click Save.

Now, let's switch to the Windows 7 client machine, and refresh
the web page. You will see that the user still gets the Access Denied
error page, but this time the proxy server's administrator email
address is showing the correct value. Now, let's revert the
changes you made to the banned IP address list. Switch to the
ACLs tab. Delete this IP address from Banned Hosts
Addresses. And, click Save.

If you refresh the browser on the client machine, you will see
that it can access the internet once again. That was the
functionality to ban specific IP addresses.

Now, let's try out another functionality to restrict access. This is
called Blacklist:

Here, you can blacklist certain domains for your entire user base.
Let's say you, for some insane reason, want to blacklist google.com.
You can add that domain here. Click Save. Notice that the
specific client IP address is no longer banned. Now, on the client
web browser, try to refresh the page which is trying to access



google.com. And notice again, the user will get the Access Denied page
error. This is how you can ban certain domains.

Let's go back and remove google.com from the blacklist and click
Save. Now, we're back to the original settings.

So, so far you've learned that there are many ways within the
Squid proxy management to restrict the IP addresses or certain
domains. But, that is just scratching the surface. Squid is capable
of much more than that.

You can also restrict download sizes under the Traffic
Management tab. Before changing any of those settings, let's go
ahead and try to download a large file. So, you want to download
the full installer of .Net Framework from Microsoft's site. Let's
switch to the Windows 7 client machine, and launch the web
browser. Search for download microsoft dot net framework
version 4.0. And, try to download it. When you get the option to
download, click Save. The file starts to download without any
problems. 

You will notice the speed of the download is pretty fast. Let's
cancel the download. And, let's go back to the pfSense web GUI.
Now, let's switch to the Traffic Management tab. Let's set the
Per-Host Throttling to the value of 10:

This will limit the bandwidth allocated to each client. Per-Host
Throttling sets the maximum amount of bandwidth an individual
host can use. In this case, it will limit the bandwidth to 10 KB per
second. Let's save this configuration and switch to the Windows
7 client machine, and try to download the .Net Framework
installer file again. 



You will notice that the time to download the file has increased
greatly as compared to the previous download time. This is
because pfSense is limiting the bandwidth allocated to any single
host or device on the network. So, this is how you can leverage all
the features provided by Squid and pfSense to control and shape
your traffic exactly the way you like.



Summary
In this chapter, you learned all about proxy servers, what they
are, and their key features. You also gained an understanding of
the advantages of a Squid proxy server. Next, you learned how to
install and configure a Squid proxy server. And finally, you
learned how to test the Squid proxy server in a client
environment. And with that, we come to the end of our book on
managing network security with the pfSense firewall.

In this book, you got an in-depth look at the pfSense firewall, its
inner workings, and how you can use it to manage your network
security and access. You started off with an introduction to
pfSense, where you gained an understanding of what pfSense is,
its key features, and advantages. You also went through a series
of demonstrations on the installation of pfSense on a virtual
server. Next, you learned how to configure pfSense as a firewall.
You also learned how to create and manage multiple firewall
rules. Then, you configured pfSense for failover and load
balancing. After that, you learned all about IPsec, its features,
and how it is used. And, you also learned how to configure an
IPsec VPN tunnel in a pfSense server. Finally, you learned how
to configure pfSense as a Squid proxy server. You integrated the
Squid proxy into pfSense, and then tested it using client access.



Other Books You May Enjoy
If you enjoyed this book, you may be interested in these other
books by Packt:

Mastering pfSense - Second Edition

David Zientara

ISBN: 978-1-78899-317-3

Configure pfSense services such as DHCP, Dynamic DNS,
captive portal, DNS, NTP and SNMP

Set up a managed switch to work with VLANs

Use pfSense to allow, block and deny traffic, and to
implement Network Address Translation (NAT)

Make use of the traffic shaper to lower and raise the
priority of certain types of traffic

Set up and connect to a VPN tunnel with pfSense

https://www.packtpub.com/networking-and-servers/mastering-pfsense-second-edition


Incorporate redundancy and high availability by utilizing
load balancing and the Common Address Redundancy
Protocol (CARP)

Explore diagnostic tools in pfSense to solve network
problems

Mastering Linux Security and Hardening
Donald A. Tevault

ISBN: 978-1-78862-030-7

Use various techniques to prevent intruders from
accessing sensitive data

Prevent intruders from planting malware, and detect
whether malware has been planted

Prevent insiders from accessing data that they aren’t
authorized to access

Do quick checks to see whether a computer is running
network services that it doesn’t need to run

Learn security techniques that are common to all Linux

https://www.packtpub.com/networking-and-servers/mastering-linux-security-and-hardening


distros, and some that are distro-specific



Leave a review - let other
readers know what you think
Please share your thoughts on this book with others by leaving a
review on the site that you bought it from. If you purchased the
book from Amazon, please leave us an honest review on this
book's Amazon page. This is vital so that other potential readers
can see and use your unbiased opinion to make purchasing
decisions, we can understand what our customers think about
our products, and our authors can see your feedback on the title
that they have worked with Packt to create. It will only take a few
minutes of your time, but is valuable to other potential
customers, our authors, and Packt. Thank you!
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